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Introduction

INTRODUCTION

An Operating System (OS) is system software that manages computer hardware,
software resources, and provides common services for computer programs.
Characteristically, an Operating System or OS is referred as an interface between
a computer user and computer hardware. An operating system is a software which
typically performs all the basic tasks, such as file management, memory
management, process management, handling input and output, and controlling
peripheral devices, for example the disk drives and the printers. Some popular
Operating Systems include Linux Operating System, Windows Operating System,
VMS, OS/400, AIX, z/OS, etc.

As per the definition, “An Operating System or OS is a program that acts
as an interface between the user and the computer hardware and controls the
execution of all kinds of programs”.

There are various types of operating systems which are precisely scheduled
to perform different specified tasks. Time-sharing operating systems, for example
have scheduled tasks for efficient use of the system and may also include accounting
software for cost allocation of processor time, mass storage, printing, and other
resources. For hardware functions, such as input and output and memory allocation,
the operating system acts as an intermediary between programs and the computer
hardware, although the application code is usually executed directly by the hardware
and frequently makes system calls to an operating system function or is interrupted
by it. Operating systems are found on many devices that contain a computer –
from cellular phones and video game consoles to web servers and supercomputers.
Consequently, an operating system is the most essential and vital part of any
computer system.

Process scheduling is an operating system task that schedules processes of
different states like ready, waiting, and running. Process scheduling allows operating
system to allocate a time interval of CPU execution for each process. Another
important reason for using a process scheduling system is that it keeps the CPU
(Central Processing Unit) busy all the time.

In concurrent computing, a deadlock is a state in which each member of a
group waits for another member, including itself, to take action, such as sending a
message or more commonly releasing a lock. Deadlock is a common problem in
multiprocessing systems, parallel computing, and distributed systems, where
software and hardware locks are used to arbitrate shared resources and implement
process synchronization. In an operating system, a deadlock occurs when a process
or thread enters a waiting state because a requested system resource is held by
another waiting process, which in turn is waiting for another resource held by
another waiting process. If a process is unable to change its state indefinitely
because the resources requested by it are being used by another waiting process,
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then the system is said to be in a deadlock. Deadlock is a situation where a set of
processes are blocked because each process is holding a resource and waiting
for another resource acquired by some other process.

This book, Operating Systems, is divided into five blocks, which are
further subdivided into fourteen units. The topics discussed include operating
systems, operating system architecture, process concepts, process states,
process management, interrupts, interprocess communication, mutual
exclusion, implementing mutual exclusion primitives, software solution to
the mutual exclusion problem, hardware solution to mutual exclusion problem,
semaphores, concurrent programming, deadlock, indefinite postponement,
resource concepts, conditions for deadlock, avoidance with Dijkstra’s banker
algorithm, deadlock detection, recovery, processor scheduling, scheduling
priorities, scheduling criteria, scheduling algorithms, memory organization,
memory management, hierarchy, contiguous vs. non-contiguous memory
allocation, fixed partition multiprogramming, variable partition
multiprogramming, virtual memory management, page replacement,
strategies, page fault frequency, page replacement, page release, page size,
disk scheduling strategies, rotational optimization, file and database system,
data hierarchy, files, file systems, file optimization, file allocation, free space
management, and file access control.

The book follows the Self-Instructional Mode (SIM) wherein each unit
begins with an ‘Introduction’ to the topic. The ‘Objectives’ are then outlined before
going on to the presentation of the detailed content in a simple and structured
format. ‘Check Your Progress’ questions are provided at regular intervals to test
the student’s understanding of the subject. ‘Answers to Check Your Progress
Questions’, a ‘Summary’, a list of ‘Key Words’, and a set of ‘Self-Assessment
Questions and Exercises’ are provided at the end of each unit for effective
recapitulation. This book provides a good learning platform to the people who
need to be skilled in the area of operating system functions. Logically arranged
topics, relevant examples and illustrations have been included for better
understanding of the topics.
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OPERATING SYSTEMS

Structure

1.0 Introduction
1.1 Objectives
1.2 Operating Systems – Definition, Purpose and Goals
1.3 Components of An Operating System
1.4 Evolution of Operating System
1.5 Architecture of Operating Systems
1.6 Answers to Check Your Progress Questions
1.7 Summary
1.8 Key Words
1.9 Self Assessment Questions and Exercises

1.10 Further Readings

1.0 INTRODUCTION

An Operating System (OS) is an interface between a computer user and the
computer hardware. There are different types of operating systems which provide
common services for computer programs. Fundamentally, an operating system is
a software which performs all the basic tasks like file management, memory
management, process management, handling input and output, and controlling
peripheral devices, such as disk drives and printers. Consequently, an operating
system is a program that controls the execution of application programs and acts
as an interface between the user of a computer and the computer hardware. An
additional universal definition is that the operating system is the single unique program
that runs continuously on the computer and supports the various types of compatible
application programs.

The computer system is a combination of many parts, such as I/O (Input/
Output) devices, secondary memory, CPU (Central Processing Unit), etc. In a
computer system. the I/O devices include monitor, mouse, keyboards, touch pad,
disk drives, display adapters, USB (Universal Serial Bus) devices, bit-mapped
screen, LED (Light Emitting Diode), Analog-to-Digital Converter (ADC), ON/
OFF switch, network connections, audio I/O, printers, device drivers, etc. An I/
O system is required to take instructions/request from the I/O application and
send it to the respective physical devices, then process the response whatever
comes back from the respective devices and send it back to the application. Device
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drivers are software modules that can be plugged into an operating system to
handle a specific or particular computer device. Basically, the operating system
takes help from device drivers for handling all the I/O devices.

All the components of an operating system altogether make the different
parts of a computer to work in organised manner. All user software needs to go
through the operating system in order to use any of the hardware, whether it be as
simple as a mouse or keyboard or as complex as an Internet component. A Central
Processing Unit (CPU), also called a central processor, main processor or just
processor, is the electronic circuitry within a computer that executes instructions
that make up a computer program. The CPU performs basic arithmetic, logic,
controlling, and Input/Output (I/O) operations specified by the instructions in the
program. Most modern CPUs are implemented on Integrated Circuit (IC)
microprocessors, with one or more CPUs on a single Metal-Oxide-Semiconductor
(MOS) IC chip.

Operating systems have evolved from slow and expensive systems to
present-day technology where computing power has reached exponential speeds
and relatively inexpensive costs. Some popular operating systems include UNIX
Operating System, Linux Operating System, Windows Operating System, VMS,
OS/400, AIX, z/OS, etc. Microsoft Windows is a family of proprietary operating
systems designed by Microsoft Corporation and primarily targeted to Intel
architecture based computers. Server editions of Windows are widely used. The
latest version is Windows 10.

In this unit, you will study about the operating system concept, definition,
purpose, goals, evolution and architecture of the operating system.

1.1 OBJECTIVES

After going through this unit, you will be able to:

 Understand the basic concept of an operating system

 Explain the functions, goals and purpose of an operating system

 Define the components of the operating system

 Discuss about the evolution of the operating system

 Elaborate on the concept of serial processing, batch processing and
multiprogramming

 Explain the architecture of an operating system
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PURPOSE AND GOALS

An Operating System (OS) is an interface between a computer user and computer
hardware. Fundamentally, an operating system is a specific unique program that
acts as an interface between the user and the computer hardware and controls the
execution of all kinds of programs. Characteristically, an operating system is a
system software which performs all the basic tasks like managing software resources,
file management, memory management, process management, handling input and
output, managing and controlling computer hardware and peripheral devices, such
as disk drives and printers.

Consequently, an operating system is a program that controls the execution
of application programs and acts as an interface between the user of a computer
and the computer hardware. An additional universal definition is that the operating
system is the single unique program that runs continuously on the computer and
supports the various types of compatible application programs. The principle task
of an operating system is concerned with the allocation and management of
resources and services, such as a traffic controller, a scheduler, the memory
management module, the I/O programs, and a file system. Management tasks
include scheduling of resources so that the conflicts and interference between the
programs can be avoided. Most of the application programs that run on the
computer system get terminated after completing the specified task or as per the
instructions specified by the user, whereas an operating system runs for an indefinite
period or till further information and terminates only when the computer system is
turned off.

There are different types of operating systems which provide common
services for computer programs. Time-sharing operating systems schedule tasks
for efficient use of the system and may also include accounting software for cost
allocation of processor time, mass storage, printing, and other resources. For
hardware functions, such as input and output and memory allocation, the operating
system acts as an intermediary between programs and the computer hardware,
although the application code is usually executed directly by the hardware and
frequently makes system calls to an OS function or is interrupted by it. Operating
systems are found on many devices that contain a computer – from cellular phones
and video game consoles to web servers and supercomputers.

The dominant desktop operating system is Microsoft Windows, MacOS
by Apple Inc. and the varieties of Linux. In the mobile sector (including smartphones
and tablets), Android’s type of operating systems are used. Linux distributions are
dominant in the server and supercomputing sectors. Other specialized classes of
operating systems, such as embedded and real-time systems, exist for many
applications. Some popular operating systems include UNIX Operating System,
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Linux Operating System, Windows Operating System, VMS, OS/400, AIX, z/
OS, etc. Microsoft Windows is a family of proprietary operating systems designed
by Microsoft Corporation and primarily targeted to Intel architecture based
computers. Server editions of Windows are widely used. The latest version is
Windows 10.

Definition

An operating system is a program that acts as an intermediary between the user of
a computer and the computer hardware.

Purpose and Goals

 Executing user programs

 Making the computer system convenient to use

 Using computer hardware efficiently

Functions of an Operating System

An operating system is used to manage user and system programs, and hardware
such as CPU (Central Processing Unit), memory and peripherals. It performs
scheduling of processes by executing the process with high priority. It also protects
the resources by performing authorization, authentication and accounting. It allows
a process to communicate with other processes.

An operating system can operate in two modes to protect it from other
system components. They are the kernel mode, where the OS gets privileges to
control the entire system components, and the user mode, where the components
are under the user program and only those privileges that do not affect the OS are
granted.

1.3 COMPONENTS OF AN OPERATING SYSTEM

The components of an operating system all exist in order to make the different
parts of a computer work together. All user software needs to go through the
operating system in order to use any of the hardware, whether it be as simple as a
mouse or keyboard or as complex as an Internet component.

The operating system provides an interface between an application program
and the computer hardware, so that an application program can interact with the
hardware only by obeying rules and procedures programmed into the operating
system. The operating system is also a set of services which simplify development
and execution of application programs. Executing an application program involves
the creation of a process by the operating system kernel which assigns memory
space and other resources, establishes a priority for the process in multi-tasking
systems, loads program binary code into memory, and initiates execution of the
application program which then interacts with the user and with hardware devices.
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A computer system consists of the following four components:

 Hardware: Various hardware devices, such as processor, memory, input
and output.

 Operating System: This coordinates the usage of the hardware by the
application programs.

 Application Programs: They include word processor, editors, compilers,
Web browsers, etc., through which the user interacts with the computer
system.

 Users: User of the computer.

 

User
1

User
2

User
3

User
4...

database 
system

compiler assembler text editor ...

system and application programs

operating system

Fig. 1.1 Four Components of a Computer System

Figure 1.1 explains graphically how, when the user wants to work with the
computer, he or she opens an application program. The application program cannot
use the hardware directly; instead, it uses the operating system as an interface to
interact with the computer hardware. It is clear that the operating system is acting
as an intermediary between the application program and the computer hardware.
Without the operating system, application programs cannot be executed.

1.4 EVOLUTION OF OPERATING SYSTEM

Evolution mean the gradual development of something. From sluggish and costly
systems to present-day technology, operating systems have developed where
computing power has achieved exponential speeds and relatively inexpensive costs.
In the beginning, machines were manually loaded with programme code to monitor
the functions of the machine and business logic-related process code.

Operating system evolution is directly based on the advancement of computer
systems and how they are used by users. Here is a brief tour of the timeline of
computer systems over the past fifty years.
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Processing Types

A processor is used to process jobs. A job consists of a set of instructions. Jobs
can be processed in the following different ways:

Serial Processing

In serial processing, all the jobs are processed serially one after the other. If a job
is waiting for some event, then all the other jobs have to wait till it is completed.
Once the waiting job completes, the next job in the queue starts execution.

Batch Processing

This type of processing was used when there was no disk technology. There were
two types of computers in the 1960s—slow processor computer and fast processor
computer. Slow processors were used to read the input from card readers and
store them on tape drives. A tape drive can store several programs, also called
batch of jobs. Fast computers were used to execute the batch of jobs written by
the slow processors and generated the output onto another tape drive. In batch
processing, several programs are batched together on to a tape drive and given
for execution. The CPU reads each batch of jobs and executes them. The output
is written onto another tape drive. Finally, the output tape is given to the programmer.

Card
reader

Tape
drive

1401

Input
tape

System
tape Output

tape
Printer

7094 1401

Fig. 1.2 Batch Systems

Multiprogramming

A process needs a lot of CPU time and I/O (Input/Output) time. If a process
needs more CPU time, then it is a CPU-bound process. If it needs more time for
I/O, then it is an I/O-bound process. When a system has more I/O-bound
processes and if a process is waiting for I/O, the CPU sits idle till the I/O is
complete. The main goal of an OS is to utilize the CPU to its maximum. So in
multiprogramming, if one process is waiting for the I/O to complete, then the CPU
can execute another process. The advantage of multiprogramming is that it does
not allow the CPU to sit idle; instead, it executes another process. In a
multiprogramming system, the switching of jobs is done very slowly so that the
user cannot interact with the system.
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Types of Operating Systems

Operating systems are evolving from the early 1950s. The chronological order of
their evolution is given as follows:

1950s Serial processing operating systems were used. The utilization of the CPU
was very low.

1960s Batch operating systems evolved that executed various batches of jobs.
The utilization of CPU improved. For example, mainframe systems.

1970s Multiprogrammed operating systems were developed where the CPU
usage was multiplexed among various jobs present in the memory. When
a job was waiting for I/O, the CPU executed other jobs. Here, the CPU
was not allowed to sit idle. The CPU resource was utilized to the maximum

Time-sharing systems also evolved during this decade. They were an
extension of multiprogrammed systems. Here, the processor time was
shared among the jobs available in the memory. This facilitated interactive
computing. In a time-sharing system, the switching of jobs was done very
fast and each job was given CPU time for a fraction of a second. The
response time in these systems was very short. Time-sharing systems
were also called multitasking systems.

1980s Desktop systems or personal computers evolved, which concentrated on
user convenience and responsiveness rather than improving the utilization
of the CPU.

Multiprocessor systems were introduced to facilitate parallel computing.
These systems increased throughput (the number of jobs executed per
unit time) and reliability.

Distributed systems were developed. These operating systems facilitated
network communication like LAN, MAN and WAN.

1990s Real-time systems were introduced. This operating system put a time
constraint on the operation of the processor and flow of data.

Check Your Progress

1. Define the term operating system.

2. Give the definition of operating system.

3. What are the purpose and goals of an operating system?

4. State the two modes in which an operating system can operate.

5. Explain about the components of an operating system.

6. Why a processor is used? Define serial processing.

7. Define the terms CPU-bound process and I/O-bound process.

8. What is multiprogramming?
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1.5 ARCHITECTURE OF OPERATING SYSTEMS

The operating system provides applications with a virtual machine. This type of
situation is analogous to the communication line of a telephony company, which
enables separate and isolated conversations over the same wire(s). An important
aspect of such a system is that the user can run an operating system of his/her choice.

The virtual machine concept can be well understood by understanding the
difference between conventional multiprogramming and virtual machine
multiprogramming. In conventional multiprogramming, processes are allocated a
portion of the real machine resources that is a resource from the same machine is
distributed among several resources. Figure 1.3 shows the process of conventional
programming.

Conventional Multi-
programming OS

JOB 1 JOB 2 --------- JOB N

Fig. 1.3 Conventional Multiprogramming

In the virtual machine multiprogramming system, a single machine gives an
illusion of many virtual machines, each of them having its own virtual processor
and storage space which can be handled through process scheduling. Figure 1.4
shows the process of virtual machine programming.

Virtual machine
Operating System

Virtual machine 1 Virtual machine 2 Virtual machine 3

Fig. 1.4 Virtual Machine Multiprogramming

Advantages

The advantages of the virtual machine multiprogramming system are as follows:

 Each user is allocated with a machine which eliminates mutual interference
between users.
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 A user can select an OS of his choice for executing the virtual machine.
Hence, the user can simultaneously use different operating systems on the
same computer system.

Kernel Approach

In this approach:

 The kernel lies below the system call interface and above the physical
hardware.

 It provides large number of functions, such as CPU scheduling, memory
management, I/O management, synchronization of processes, inter-process
communication and other operating system functions.

Figure 1.5 shows the structure of a computer system.

MEMORY

CPU

I/O
DEVICES

Fig. 1.5 Structure of a Computer System

Central Processing Unit (CPU)

The Arithmetic and Logical Unit (ALU) and the Control Unit (CU) of a computer
system are jointly known as the Central Processing Unit or the CPU. You may call
CPU as the brain of a computer system. It takes all major decisions, makes all
sorts of calculations and directs different parts of the computer functions by activating
and controlling the operations.

For a computer to start running, it needs to have an initial program to run.
This initial program, also known as bootstrap program, tends to be simple. It is
stored in CPU registers. The role of the initial program or the bootstrap program
is to load the operating system for the execution of the system. The operating
system starts executing the first process, such as ‘init’, and waits for some event to
occur. Event is known to occur by an interrupt from either the hardware or the
software. Hardware can interrupt through system bus, whereas software through
system call.
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When a CPU is interrupted, it immediately stops whatever it is doing and
returns to a fixed location. This fixed location usually contains the starting address
where the service routine for the interrupt is located.

Input/Output (I/O) Devices

There are various types of I/O devices that are used for different types of
applications. They are also known as peripheral devices because they surround
the CPU and enable a communication between the computer and the outer world.

Input devices: Input devices are necessary to convert information or data
into a form, which can be understood by the computer. A good input device should
provide timely, accurate and useful data to the main memory of the computer for
processing. Keyboard, mouse and scanner are the most useful input devices.

Output devices: Visual Display Unit (VDU), terminals and printers are the
most commonly used output devices.

Layered Architecture of an Operating System

Architecture is the fundamental structure of an operating system that defines
interconnection between the system components. An operating system is designed
using the following architectures:

1. Monolithic architecture

2. Layered architecture

3. Virtual machine architecture

4. Exokernel architecture

5. Client–server architecture

Monolithic and Layered Architecture

Monolithic architecture consists of a single layer that performs all the functions of
the operating system. The concept of information hiding is altogether absent in the
monolithic architecture, therefore you are able to observe and call the procedures
of different users. MS-DOS (Microsoft Disk Operating System) and Novell
Netware operating systems are the examples of monolithic architecture.

In monolithic architecture, operating system provides services to the users
in the form of system calls. These system calls provide functions, such as positioning
of procedural parameters on the stack and executing trap instruction. This
instruction transfers the control to the operating system by swapping the control
from user mode to kernel mode. Figure 1.6 shows the monolithic architecture of
an operating system.
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Kernel Mode 

User Mode 

User Program 1

User Program 2

User Program 3

Service
Procedures 

Utilities 

Fig. 1.6 The Monolithic Architecture

The operating system checks the parameters and calls the service procedure,
which in turn calls the utilities. Utilities return the control back to the user program
in user mode. The flow of arrows shows the transfer of user program from user
mode to kernel mode through system calls. The limitations of an operating system
using monolithic architecture are as follows:

(i) Difficult to modify, as the whole operating system has to be redesigned.

(ii) Failure of single program crashes the entire system.

Layered architecture categorizes the operating system into different layers
that communicate using standard function calls. Each new layer is built on the top
of an older layer.

The higher-level layers call the set of functions and data structures of lower
layers. The various layers of operating system are as follows:

(i) Hardware

(ii) Kernel

(iii) Service layer

(iv) Applications/shell

The hardware layer consists of various I/O devices, CPU and memory. The
hardware acts as a platform for an operating system. It provides computing
resources for executing various application programs.

Kernel is the core of all the operating systems. Kernel directly interacts with
the hardware and schedules the execution of various tasks. For example, in a
multiple processor operating system, kernel decides the processor and the program
to be chosen for execution.

Kernel performs low-level functions such as reading the input from keyboard
and displaying the output on the monitor. In addition to these low-level functions,
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kernel, which is also called real-time executive, performs other important functions
such as memory management, file management, scheduling and system accounting
of various processes.

The service layer interacts with the kernel and the drivers. Drivers are a set
of specialized programs used by the programs to communicate with the hardware.
The service layer is responsible for maintaining the security and sanity checking of
user’s files and objects. For example, if a program is not currently in use, the
service layer gives the permission and informs the kernel for deleting the file.

Sanity checking is used in decision-making for the execution of various
jobs. It allows one job to execute and other job to wait until the execution is
complete.

A user creates different applications and executes these applications through
shells. A shell is a utility that is stored on the hard disk and is loaded into the
memory when the kernel is invoked. It acts as an interface between the user and
the operating system. Shell is also known as command line interpreter. Figure 1.7
shows the layered architecture of an operating system.

Applications / Shell

Service Layer 

Kernel

Hardware

Fig. 1.7 The Layered Architecture

An operating system with the layered architecture provides the following
advantages:

 Maintains the modular approach of the system by decomposing it into
several layers.

 Simplifies the task of debugging and system verification. The bottom
layer consists of basic hardware that is easy to debug. If an error appears
in a particular layer, then only that layer is modified as lower layers are
already debugged.

 Implements the concept of information hiding. The contents of lower-
level layers, such as hardware, data structures and implementation of
operations are hidden from the higher-level layers. Only the functioning
of lower layer operations are visible to higher layers.

In addition to several advantages, the layered architecture has the following
disadvantages:

 Less efficient than other architectures as each layer adds an operating
cost to its higher layer and therefore, takes longer time to complete a
simple task.
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 Requires cautious planning for designing the layers, because a higher
layer can use the functionalities of only the lower layers.

Virtual Machine and Exokernel Architecture

Virtual machine and exokernel architecture, both are based on the principle of
creating duplicate copies of operating systems. These copies are concurrently
executed on the same hardware platform.

Virtual machine uses the concept of CPU scheduling and virtual memory
for creating a false impression of multiple processors. These multiple processors
are executed concurrently in their virtual memory on the same hardware platform.
Each processor consists of a set of virtual instructions. The function of a virtual
machine is to map the virtual instruction set to real instruction set of the computer.
Instruction set consists of commands built in an assembly language, such as JMP
and MOVE. The function of instruction set is to call and execute these commands.

Virtual machine works like an actual physical computer. It is used in various
concepts, such as partitioning the hardware and sharing it among different programs,
creating the portable software and executing older version of software on computers
with latest configuration.

Virtual machine contains a software layer called Virtual Machine Monitor
(VMM) that creates the exact copies of hardware resources and exports the
hardware interface. VM/370 operating system is an example of virtual machine
architecture. It supports multiple virtual machines that run concurrently on IBM/
370 computer. Figure 1.8 shows the virtual machine architecture.

Virtual Machine Monitor 

Hardware 

Virtual 
Machine 1

Virtual 
Machine 2

Virtual 
Machine 3

Fig. 1.8 The Virtual Machine Architecture

The advantage of using virtual architecture is that it facilitates the sharing of
hardware resources. The limitation of using virtual machine is that virtual-machine
software requires a lot of disk space for providing virtual memory and spooling.

Exokernel architecture facilitates the secure sharing of hardware resources
by providing a unique application-specific customization from traditional operating
systems abstractions, such as file system storage and exception handling. The
traditional operating systems lack the flexibility, performance and functionality of
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applications. At application level, exokernel provides software for implementing
the traditional operating systems features.

The exokernel architecture contains a program called exokernel that resides
in the bottom layer of the operating system. Exokernel performs the function of
resource allocation to virtual machines and maintains authorised and secure use of
their resources.

The advantage of using exokernel architecture is that it eliminates the
requirement of the mapping layer. It not only monitors the resources allocated to
virtual machines, but also separates the system code running in user space from
the multiprogramming concept of exokernel.

Client–Server Architecture

Client–server architecture consists of two different computer programs—client
and server. Client sends a service request to the server for accessing various
resources. The server fulfils the request by providing shared access to resources
such as printer, database and modem. Client–server architecture is mainly used in
a network for efficient distribution of resources across different clients.

You can use Application Program Interface (API) and Remote Procedure
Calls (RPC) for communicating between client and server processes. API is a set
of software functions implemented as a library used by an application program as
a means for providing access to an operating system’s capabilities. RPC is a method
of calling the procedure located at remote location by sending service request to
the server. The components of client–server architecture are:

(i) Client

(ii) Network

(iii) Server

Client contains components, such as Graphical User Interface (GUI),
DataBase Management System (DBMS), communication package and operating
system. Clients having GUI package creates a user-friendly interface with the
server. DBMS communication package is used for communicating with the server
database.

Network is used for communicating the clients with the server. A network
can be LAN (Local Area Network), WAN (Wide Area Network), or the Internet.
The TCP/IP (Transmission Control Protocol/Internet Protocol) protocol is the
most commonly used protocol for communication between various users.

Server contains various components, such as authentication module, network
communication package, database package and operating system. Authentication
module verifies various clients using passwords. Database package contains various
protocols for accessing the database that includes protecting the information from
users by revoking permissions for reading and writing records. Figure 1.9 shows
the client–server architecture.
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Fig. 1.9 The Client–Server Architecture

The advantage of using client–server architecture is that it provides flexibility
and scalability for adding essential resources in the server computer afterwards.
Since, all the computers are connected to the server and new resource does not
need to be configured to the client computers.

The disadvantage of using client–server architecture is that it has complex
configuration that requires greater expertise, which results in higher cost. It is less
reliable because of the availability of large number of clients. This makes the system
dependable on different clients.

Check Your Progress

9. Define the concept of conventional multiprogramming and virtual machine
multiprogramming.

10.  Elaborate on the kernel approach.

11.  What is the significance of CPU?

12.  Explain about the layered architecture of an Operating System (OS).

13.  Define the term monolithic architecture. What are the limitations of an
operating system that uses the monolithic architecture?

14.  Why the layered architecture categorizes the operating system into different
layers? Define the various layers of the operating system.

15.  Explain the concept of virtual machine and exokernel architecture.

16.  What is client-server architecture?

17.  Which programs are used for communicating between client and server
processes?

18.  Define the components of client-server architecture.
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1.6 ANSWERS TO CHECK YOUR PROGRESS
QUESTIONS

1. An Operating System (OS) is an interface between a computer user and
computer hardware, i.e., an operating system is a specific unique program
that acts as an interface between the user and the computer hardware and
controls the execution of all kinds of programs. Characteristically, an
operating system is a system software which performs all the basic tasks
like managing software resources, file management, memory management,
process management, handling input and output, managing and controlling
computer hardware and peripheral devices, such as disk drives and printers.

2. An operating system is a program that acts as an intermediary between the
user of a computer and the computer hardware.

3. Following are the purpose and goals of an operating system:

 Executing user programs

 Making the computer system convenient to use

 Using computer hardware efficiently

4. An operating system can operate in two modes to protect it from other
system components. They are the kernel mode, where the OS gets privileges
to control the entire system components, and the user mode, where the
components are under the user program and only those privileges that do
not affect the OS are granted.

5. The components of an operating system all exist in order to make the different
parts of a computer work together. A computer system consists of the
following four components:

Hardware: Various hardware devices, such as processor, memory, input
and output.

Operating System: This coordinates the usage of the hardware by the
application programs.

Application Programs: They include word processor, editors, compilers,
Web browsers, etc., through which the user interacts with the computer
system.

Users: User of the computer.

6. A processor is used to process jobs. A job consists of a set of instructions.
In serial processing, all the jobs are processed serially one after the other. If
a job is waiting for some event, then all the other jobs have to wait till it is
completed. Once the waiting job completes, the next job in the queue starts
execution.
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7. A process needs a lot of CPU time and I/O (Input/Output) time. If a process
needs more CPU time, then it is CPU-bound process. If it needs more time
for I/O, then it is an I/O-bound process. When a system has more I/O-
bound processes and if a process is waiting for I/O, the CPU sits idle till the
I/O is complete.

8. The main goal of an OS is to utilize the CPU to its maximum. So in
multiprogramming, if one process is waiting for the I/O to complete, then
the CPU can execute another process. The advantage of multiprogramming
is that it does not allow the CPU to sit idle; instead, it executes another
process. In a multiprogramming system, the switching of jobs is done very
slowly so that the user cannot interact with the system.

9. In conventional multiprogramming, processes are allocated a portion of the
real machine resources that is a resource from the same machine is distributed
among several resources. In the virtual machine multiprogramming system,
a single machine gives an illusion of many virtual machines, each of them
having its own virtual processor and storage space which can be handled
through process scheduling.

10. The kernel lies below the system call interface and above the physical
hardware. It provides large number of functions, such as CPU scheduling,
memory management, I/O management, synchronization of processes, inter-
process communication and other operating system functions.

11. The Arithmetic and Logical Unit (ALU) and the Control Unit (CU) of a
computer system are jointly known as the Central Processing Unit (CPU).
The CPU is also termed as the brain of a computer system. It takes all
major decisions, makes all sorts of calculations and directs different parts
of the computer functions by activating and controlling the operations.

12. Architecture is the fundamental structure of an operating system that defines
interconnection between the system components. An operating system is
designed using the following architectures:

 Monolithic Architecture

 Layered Architecture

 Virtual Machine Architecture

 Exokernel Architecture

 Client–Server Architecture

13. Monolithic architecture consists of a single layer that performs all the functions
of the operating system. The concept of information hiding is altogether
absent in the monolithic architecture, therefore you are able to observe and
call the procedures of different users. In monolithic architecture, the operating
system provides services to the users in the form of system calls. These
system calls provide functions, such as positioning of procedural parameters
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on the stack and executing trap instruction. This instruction transfers the
control to the operating system by swapping the control from user mode to
kernel mode.

The limitations of an operating system, using monolithic architecture are as
follows:

 Difficult to modify, as the whole operating system has to be redesigned.

 Failure of single program crashes the entire system.

14. Layered architecture categorizes the operating system into different layers
that communicate using standard function calls. Each new layer is built on
the top of an older layer. The higher-level layers call the set of functions and
data structures of lower layers. The various layers of operating system are
as follows:

 Hardware

 Kernel

 Service Layer

 Applications/Shell

15. Virtual machine and exokernel architecture, both are based on the principle
of creating duplicate copies of operating systems. These copies are
concurrently executed on the same hardware platform.

Virtual machine uses the concept of CPU scheduling and virtual memory
for creating a false impression of multiple processors. These multiple
processors are executed concurrently in their virtual memory on the same
hardware platform. Each processor consists of a set of virtual instructions.
The function of a virtual machine is to map the virtual instruction set to real
instruction set of the computer. Virtual machine works like an actual physical
computer. Virtual machine contains a software layer called Virtual Machine
Monitor (VMM) that creates the exact copies of hardware resources and
exports the hardware interface.

Exokernel architecture facilitates the secure sharing of hardware resources
by providing a unique application-specific customization from traditional
operating systems abstractions, such as file system storage and exception
handling. The traditional operating systems lack the flexibility, performance
and functionality of applications. At application level, exokernel provides
software for implementing the traditional operating systems features. The
exokernel architecture contains a program called exokernel that resides in
the bottom layer of the operating system. Exokernel performs the function
of resource allocation to virtual machines and maintains authorised and
secure use of their resources.

16. Client–server architecture consists of two different computer programs—
client and server. Client sends a service request to the server for accessing
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various resources. The server fulfils the request by providing shared access
to resources such as printer, database and modem. Client–server architecture
is mainly used in a network for efficient distribution of resources across
different clients.

17. The programs Application Program Interface (API) and Remote Procedure
Calls (RPC) are used for communicating between client and server
processes. API is a set of software functions implemented as a library used
by an application program as a means for providing access to an operating
system’s capabilities. RPC is a method of calling the procedure located at
remote location by sending service request to the server.

18. Following are the components of client–server architecture:

Client: Client contains components, such as Graphical User Interface (GUI),
DataBase Management System (DBMS), communication package and
operating system. Clients having GUI package creates a user-friendly
interface with the server. DBMS communication package is used for
communicating with the server database.

Network: Network is used for communicating the clients with the server. A
network can be LAN (Local Area Network), WAN (Wide Area Network),
or the Internet. The TCP/IP (Transmission Control Protocol/Internet
Protocol) protocol is the most commonly used protocol for communication
between various users.

Server: Server contains various components, such as authentication module,
network communication package, database package and operating system.

1.7 SUMMARY

 An Operating System (OS) is an interface between a computer user and
computer hardware.

 Fundamentally, an operating system is a specific unique program that acts
as an interface between the user and the computer hardware and controls
the execution of all kinds of programs.

 Characteristically, an operating system is a system software which performs
all the basic tasks like managing software resources, file management, memory
management, process management, handling input and output, managing
and controlling computer hardware and peripheral devices, such as disk
drives and printers.

 An additional universal definition is that the operating system is the single
unique program that runs continuously on the computer and supports the
various types of compatible application programs.

 The principle task of an operating system is concerned with the allocation
and management of resources and services, such as a traffic controller, a
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scheduler, the memory management module, the I/O programs, and a file
system.

 There are different types of operating systems which provide common
services for computer programs. Time-sharing operating systems schedule
tasks for efficient use of the system and may also include accounting software
for cost allocation of processor time, mass storage, printing, and other
resources.

 The dominant desktop operating system is Microsoft Windows, MacOS
by Apple Inc. and the varieties of Linux. In the mobile sector (including
smartphones and tablets), Android’s type of operating systems are used.
Linux distributions are dominant in the server and supercomputing sectors.
Other specialized classes of operating systems, such as embedded and
real-time systems, exist for many applications.

 Some popular operating systems include UNIX Operating System, Linux
Operating System, Windows Operating System, VMS, OS/400, AIX, z/
OS, etc. Microsoft Windows is a family of proprietary operating systems
designed by Microsoft Corporation and primarily targeted to Intel
architecture based computers. Server editions of Windows are widely used.
The latest version is Windows 10.

 An operating system is a program that acts as an intermediary between the
user of a computer and the computer hardware.

 An operating system is used to manage user and system programs, and
hardware such as CPU, memory and peripherals. It performs scheduling of
processes by executing the process with high priority. It also protects the
resources by performing authorization, authentication and accounting. It
allows a process to communicate with other processes.

 An operating system can operate in two modes to protect it from other
system components. They are kernel mode, where the OS gets privileges
to control the entire system components, and user mode, where the
components are under the user program and only those privileges that do
not affect the OS are granted.

 The components of an operating system all exist in order to make the different
parts of a computer work together.

 All user software needs to go through the operating system in order to use
any of the hardware, whether it be as simple as a mouse or keyboard or as
complex as an Internet component.

 The operating system provides an interface between an application program
and the computer hardware, so that an application program can interact
with the hardware only by obeying rules and procedures programmed into
the operating system.
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 The operating system is also a set of services which simplify development
and execution of application programs. Executing an application program
involves the creation of a process by the operating system kernel which
assigns memory space and other resources, establishes a priority for the
process in multi-tasking systems, loads program binary code into memory,
and initiates execution of the application program which then interacts with
the user and with hardware devices.

 The application program cannot use the hardware directly; instead, it uses
the operating system as an interface to interact with the computer hardware.
It is clear that the operating system is acting as an intermediary between the
application program and the computer hardware. Without the operating
system, application programs cannot be executed.

 Evolution mean the gradual development of something. From sluggish and
costly systems to present-day technology, operating systems have developed
where computing power has achieved exponential speeds and relatively
inexpensive costs.

 In the beginning, machines were manually loaded with programme code to
monitor the functions of the machine and business logic-related process
code.

 Operating system evolution is directly based on the advancement of computer
systems and how they are used by users. Here is a brief tour of the timeline
of computer systems over the past fifty years.

 A processor is used to process jobs. A job consists of a set of instructions.

 In serial processing, all the jobs are processed serially one after the other. If
a job is waiting for some event, then all the other jobs have to wait till it is
completed. Once the waiting job completes, the next job in the queue starts
execution.

 A process needs a lot of CPU time and I/O time. If a process needs more
CPU time, then it is a CPU-bound process. If it needs more time for I/O,
then it is an I/O-bound process. When a system has more I/O-bound
processes and if a process is waiting for I/O, the CPU sits idle till the I/O is
complete.

 The main goal of an OS is to utilize the CPU to its maximum. So in
multiprogramming, if one process is waiting for the I/O to complete, then
the CPU can execute another process.

 In a time-sharing system, the switching of jobs was done very fast and each
job was given CPU time for a fraction of a second. The response time in
these systems was very short. Time-sharing systems were also called
multitasking systems.
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 The operating system provides applications with a virtual machine. This
type of situation is analogous to the communication line of a telephony
company, which enables separate and isolated conversations over the same
wire(s). An important aspect of such a system is that the user can run an
operating system of his/her choice.

 The virtual machine concept can be well understood by understanding the
difference between conventional multiprogramming and virtual machine
multiprogramming.

 In conventional multiprogramming, processes are allocated a portion of the
real machine resources that is a resource from the same machine is distributed
among several resources.

 The kernel lies below the system call interface and above the physical
hardware. It provides large number of functions, such as CPU scheduling,
memory management, I/O management, synchronization of processes, inter-
process communication and other operating system functions.

 The Arithmetic and Logical Unit (ALU) and the Control Unit (CU) of a
computer system are jointly known as the Central Processing Unit (CPU).
You may call CPU as the brain of a computer system. It takes all major
decisions, makes all sorts of calculations and directs different parts of the
computer functions by activating and controlling the operations.

 Event is known to occur by an interrupt from either the hardware or the
software. Hardware can interrupt through system bus, whereas software
through system call.

 When a CPU is interrupted, it immediately stops whatever it is doing and
returns to a fixed location. This fixed location usually contains the starting
address where the service routine for the interrupt is located.

 There are various types of I/O devices that are used for different types of
applications. They are also known as peripheral devices because they
surround the CPU and enable a communication between the computer and
the outer world.

 Input devices are necessary to convert information or data into a form,
which can be understood by the computer. A good input device should
provide timely, accurate and useful data to the main memory of the computer
for processing. Keyboard, mouse and scanner are the most useful input
devices.

 Visual Display Unit (VDU), terminals and printers are the most commonly
used output devices.

 Input devices are necessary to convert information or data into a form,
which can be understood by the computer. A good input device should
provide timely, accurate and useful data to the main memory of the computer
for processing. Keyboard, mouse and scanner are the most useful input
devices.
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 Visual Display Unit (VDU), terminals and printers are the most commonly
used output devices.

 Architecture is the fundamental structure of an operating system that defines
interconnection between the system components.

 Monolithic architecture consists of a single layer that performs all the functions
of the operating system. The concept of information hiding is altogether
absent in the monolithic architecture, therefore you are able to observe and
call the procedures of different users.

 Layered architecture categorizes the operating system into different layers
that communicate using standard function calls. Each new layer is built on
the top of an older layer.

 Kernel is the core of all the operating systems. Kernel directly interacts with
the hardware and schedules the execution of various tasks. For example, in
a multiple processor operating system, kernel decides the processor and
the program to be chosen for execution.

 A user creates different applications and executes these applications through
shells. A shell is a utility that is stored on the hard disk and is loaded into the
memory when the kernel is invoked.

 Virtual machine and exokernel architecture, both are based on the principle
of creating duplicate copies of operating systems. These copies are
concurrently executed on the same hardware platform.

 Virtual machine contains a software layer called Virtual Machine Monitor
(VMM) that creates the exact copies of hardware resources and exports
the hardware interface.

 Client–server architecture consists of two different computer programs—
client and server. Client sends a service request to the server for accessing
various resources. The server fulfils the request by providing shared access
to resources, such as printer, database and modem.

 Client–server architecture is mainly used in a network for efficient distribution
of resources across different clients.

 Client contains components, such as Graphical User Interface (GUI),
DataBase Management System (DBMS), communication package and
operating system. Clients having GUI package creates a user-friendly
interface with the server. DBMS communication package is used for
communicating with the server database.

 Network is used for communicating the clients with the server. A network
can be LAN (Local Area Network), WAN (Wide Area Network), or the
Internet. The TCP/IP (Transmission Control Protocol/Internet Protocol)
protocol is the most commonly used protocol for communication between
various users.
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 Server contains various components, such as authentication module, network
communication package, database package and operating system.
Authentication module verifies various clients using passwords. Database
package contains various protocols for accessing the database that includes
protecting the information from users by revoking permissions for reading
and writing records.

1.8 KEY WORDS

 Operating system: The most essential and indispensable program that is
running at all times on the computer (usually called the kernel). It is a program
that acts as an interface between the computer users and the computer
hardware.

 Processor: A processor is used to process jobs. A job consists of a set of
instructions.

 Serial processing: In serial processing, all the jobs are processed serially
one after the other. If a job is waiting for some event, then all the other jobs
have to wait till it is completed. Once the waiting job completes, the next
job in the queue starts execution.

 Input devices: Input devices are necessary to convert information or data
into a form, which can be understood by the computer. A good input device
should provide timely, accurate and useful data to the main memory of the
computer for processing. Keyboard, mouse and scanner are the most useful
input devices.

 Output devices: Visual Display Unit (VDU), terminals and printers are
the most commonly used output devices.

 Multiprogramming: The number of jobs competing to get the system
resources in multiprogramming environment is known as degree of
multiprogramming.

 Conventional multiprogramming: Process are allocated a portion of the
real machine resources that is a resources from the same machine is
distributed among several resources.

 Virtual machine multiprogramming: A single machine gives an illusion of
many virtual machine.

 Monolithic: Monolithic architecture consist of a single layer that perform
all the functions of operating system.

 Layered architecture: Layered architecture categorizes the operating
system into different layers that communicate using standard function calls.
Each new layer is built on the top of an older layer.

 Kernel: Kernel is the core of all the operating systems. Kernel directly
interacts with the hardware and schedules the execution of various tasks.
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Introduction to
Operating Systems1.9 SELF ASSESSMENT QUESTIONS AND

EXERCISES

Short-Answer Questions

1. Why an operating system is required?

2. Elaborate on the purpose and goals of operating system.

3. State the functions of an operating system.

4. What are the two modes to protect it from other system components?

5. Explain about the components of an operating system.

6. What is serial and batch processing?

7. Why multiprogramming is required?

8. Define about the processing types of an operating system.

9. Differentiate between the conventional multiprogramming and the virtual
machine multiprogramming.

10.  Elucidate on the different types of layered architecture.

11.  Give the limitations of an operating system that uses the monolithic
architecture.

12.  Explain about the client-server architecture.

Long-Answer Questions

1. Briefly discuss the concept and significance of the operating system giving
its definition purposes and goals.

2. Explain about the components of operating system with the help of diagrams.

3. What are the components of a computer system? Explain the role of an
operating system in relation to these components.

4. Discuss about the significance of processor with reference to operating
system. Differentiate between serial processing and batch processing giving
appropriate examples.

5. Briefly explain about the evolution of operating systems in the chronological
order giving examples of each type.

6. In conventional multiprogramming how the processes are allocated? Explain
giving example.

7. Describe in detail about the architecture of operating system with the help
of examples and diagrams.

8. Discuss about the virtual machine concept architecture and advantages of
an operating system giving appropriate examples and diagrams.
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9. Elaborate briefly on the kernel approach in operating system with reference
to CPU and I/O devices. Support your answer giving examples and diagrams.

10. Explain the significance and need of layered architecture in computer system
giving its types and examples.

11.  Briefly discuss about the monolithic and layered architecture concept giving
appropriate examples and diagrams. Also explain the advantages and
disadvantages of using monolithic and layered architecture.

12.  Discuss about the virtual machine and exokernel architecture concept with
the help of appropriate examples and diagrams. Also explain the advantages
and disadvantages of using virtual machine and exokernel architecture.

13.  Explain briefly about the client–server architecture and the components of
client–server architecture giving appropriate examples and diagrams. Also
explain the advantages and disadvantages of using client–server architecture.
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UNIT 2 PROCESSES

Structure
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2.5 Summary
2.6 Key Words
2.7 Self Assessment Questions and Exercises
2.8 Further Readings

2.0 INTRODUCTION

In computing, a process is the instance of a computer programme that is being
executed by one or even more threads. It contains the software code and its
operation. Depending on the Operating System (OS), a process can consist of
multiple execution threads that execute instructions continuously. There is a hairline
difference between the program and process in the sense that a program is a
passive entity that does not initiate anything by itself whereas a process is an active
entity that performs all the actions specified in a particular program.

Depending on the number of processors used in a system, a computer system
can be broadly categorized mainly into one of the two types: single-processor
system or multiprocessor system. Every operating system has its own internal
structure in terms of file arrangement, memory management, storage management,
etc. The performance of the entire system depends on its structure.

Previously, there was a boundation of loading only one program into the
main memory for execution at a time. This program was very multifaceted and
resourceful as it had access to all the hardware resources, such as memory, CPU
time, I/O (Input/Output) devices, and so on. With the advancement in the computer
system a variety of new and powerful features are automatically added to improve
the efficiency and functionality of the system. Modern computer systems support
multiprogramming, which allows a number of programs to reside in the main memory
at the same time. These programs have the potential to run a number of programs
simultaneously thereby requiring the system resources to be shared among them.

Process management requires different functions, such as designing,
scheduling, process termination, and a dead lock. Managing all of the system’s
running processes is the responsibility of the OS, i.e., it manages operations by
managing tasks, such as arranging processes and allocating resources.
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In computer science, a thread of execution is the smallest sequence of
programmed instructions that can be managed independently by a scheduler, which
is typically a part of the operating system. Multiple threads can exist within one
process, executing concurrently and sharing resources, such as memory, while
different processes do not share these resources.

In this unit, you will study about the introduction of process, process states
and process management.

2.1 OBJECTIVES

After going through this unit, you will be able to:

 Describe the significance of processes used in the operating system

 Understand the basic concept of the process management

 Analyse the various operations on processes

 Explain the concept of threads

 Know about the process states

 Elaborate on the concept of Process Control Block (PCB) and concurrent
processes

2.2 PROCESS MANAGEMENT

Process is the execution of a program executing the actions that are specified in
the program. It can be defined as a unit of execution where a program runs. The
Operating System (OS) allows us to create, schedule, and terminate the processes
that the Control Processing Unit (CPU) uses. A child process is called a process
generated by the main process.

Process management requires different functions, such as designing,
scheduling, process termination, and a dead lock. Process is a software that is
under implementation, an essential component of modern operating systems.
Resources that allow processes to share and exchange information must be
allocated by the operating system. It also protects from other techniques the
resources of each process and facilitates synchronisation between processes.

Managing all of the system’s running processes is the responsibility of the
operating system. It manages operations by executing activities, such as arranging
processes and allocating resources.

Operating System Services

In order to make the task of the programmer easier, an operating system provides
the following services:

 Program execution:  An operating system loads a program from a disk
onto the main memory. It allocates the CPU for executing the program. A
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Processesprogram either runs till all the instructions are completely executed or ends
abnormally when  an error occurs.

 I/O operation: When a running process needs I/O (Input/Output), an
operating system provides mechanism to allocate input/output devices to
the processes requesting the I/O.

 Communication: When one process wants to communicate with another
process, it can do so using shared memory or messaging mechanisms
provided by the operating system.

 File system manipulation: An operating system provides mechanisms
to read and write files. It can have one or more file systems. For example,
NTFS, FAT32, etc.

 Error Detection: Errors can occur during the execution of a process. Errors
may be due to power failure, memory error, parity error, connection failure,
arithmetic error, array out of bounds, illegal access to a resource, lack of
paper in the printer, etc. An operating system must detect the errors and
support necessary error-handling mechanisms. Most operating systems have
interrupt-handling routines that are called when an interrupt occurs due to
errors.

 Resource allocation: A computer system consists of several resources
like CPU, memory, I/O devices, files, etc., which are to be allocated for
user processes. The allocation of the resources to the processes is the job
of the operating system. An operating system consists of several routines
(programs) to effectively allocate the resources. For example, CPU
scheduling routines, memory allocation and deallocation routines, allocation
and deallocation of I/O devices, etc.

 Accounting: Accounting information includes how many processes are
present in the memory, how many users are logged into the system, what
resources are being accessed and by whom. Accounting information is useful
to improve the services by reconfiguring the system.

 Protection and security: Protection ensures controlled access to the system
resources. Security allows the users to be authenticated.

Operations on Processes

The two important operations provided by an operating system on processes are
process creation and process termination. Let us look at each one in detail.

Process Creation

To create a process, we use the create process system call. The process in which
the create system call is called is known as parent process. Create system call
creates a new process called child process. When a child process is created by a
parent process, the parent and child processes can execute concurrently. The
child process must be terminated before the parent process. In the UNIX operating
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system, the child process is created using the fork system call. The newly created
child process contains a copy of the address space of the parent process. The
following program creates the child process.

Fig. 2.1  Parent creates the child using the fork() .
fork() returns 0 for child and > 0 for parent.

int main()
{
pid_t pid;

/* fork another process */
pid = fork();
if (pid < 0) {/* error occurred */

fprintf (stderr, “Fork Failed”);
exit(–1)
}
else if (pid ==0) {/ child process */

execlp (“/bin/1s”, “1s”, NULL);
}
else { /* parent process */

/* parent will wait for the child to complete
*/

wait (NULL);
printf (“Child Complete”);
exit(o);
}

}

Process Termination

When the last instruction of the process finishes execution, then the operating
system must delete it by calling the exit() system call. The abort system call is
also used to terminate a process. The exit() system call is used to terminate
itself, whereas the abort system call is used to terminate the other process.

A parent process can be terminated only when all its child processes have
been terminated. The parent process calls the wait system call and waits for its
children to terminate. When all the child processes have terminated, then the parent
process can use the exit() system call.
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Check Your Progress

1. Define the term process.

2. What is process management?

3. State the various operating System Services.

4. In UNIX, Which system call creates the new process?

2.3 PROCESS CONCEPT AND THREADS

A user writes a program, say prime.c, which has a set of instructions to display
prime numbers less than a given number. This program is stored on a disk. When
the user wants to run the program, the following activities take place:

 It must be brought from the disk on to the primary memory called RAM
(Random Access Memory). Here it is termed as process.

 CPU time must be allocated to the process to start execution. If all the
instructions are executed, then the process completes and the operating
system terminates the process.

 All the resources required for a process like I/O devices such as keyboard,
monitor, printer, etc. are allocated to it.

Before a process is brought into the memory, it is called a program. A
program is a passive entity, i.e., it needs only memory on the disk for storing
instructions. Once the program is brought from the disk into the memory (RAM),
it needs CPU registers for computing, bus to transfer data, I/O devices, etc. Hence,
a process is an active entity. It is active (requests for resources) till it is completed.
During its execution, a process requests, acquires, uses the resources and releases
them once it finishes.

It is possible to divide a long process into sub-units and execute the units
simultaneously. The sub-units of a process are called threads. There is a subtle
difference between a process and a thread. A process is a single flow of execution
called main thread. A main thread can spawn other threads each with a different
flow of execution.
A thread is a lightweight process. A process by default has a single thread. Most
modern operating systems support multithreading and can execute multiple threads
simultaneously. For example, a word processor may contain a thread to display
graphics, another thread to read the keyboard input and a third thread to check
spelling and grammar.
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Fig. 2.2  A Single Thread and Multiple Threads

Figure 2.2 shows a single thread, which contains only one flow of execution
and multiple threads having multiple flows of execution.

The advantages of threads are as follows:

 Responsiveness: If a part of a program (Thread 1) is waiting, then we
may allow another part of the program (Thread 2) to continue execution.
For example, a multithreaded Web browser can have a thread for user
interaction and another thread for loading images. If the loading images
thread is taking more time to load a high-resolution picture, a user
interaction thread may accept the input from the user to abort the loading
images thread.

 Resource sharing: All the threads of a process share the same address
space. Hence, they all can share the resources effectively. Context
switching is easy in threads.

 Economy: As the threads are simple as compared to the process, the
resource sharing is economical.

 Utilization of multiprocessors: In multiple processor architecture,
multiple processors can execute multiple threads thereby increasing the
benefits. Each processor can execute a thread and all processors put
together can speed up the computation.

Threads can be of the following two types:

 User thread: These threads run above the kernel threads. The thread
library at the user level creates user threads. These are faster to create
than the kernel-level thread.

 Kernel thread: The kernel threads are at the lower level on which
user threads run; creation of kernel thread is complicated.
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Processes2.3.1 OS View of Processes

An operating system is a very huge software that is partitioned into several
components. The various components of an operating system include process
management, memory management, secondary storage management, I/O
management, networking management and security management. Process
management deals with the processes. From the operating system view, a program
under execution is a process. A process needs resources like CPU, primary and
secondary memory, I/O units, etc. All the resources needed for executing a process
must be allocated to it during its execution by the operating system. An operating
system does the following activities as part of the process management:

 Creating and deleting system processes and user processes

 Suspending and resuming processes

 Allowing process synchronization

 Allowing one process to communicate with the other

 Providing some mechanisms to handle deadlocks

A program can have two copies executing simultaneously. For example,
many copies of a word processor can be running, all related to a single word
processor. Multiple copies of Web browsers may be running simultaneously, each
loading a different Web page.

A system process is an operating system program. Memory manager is an
operating system program that allocates and deallocates the memory. A user process
is an application process; for example, media player is a user process. One or
more system processes execute a user process.

2.3.2 Process States

A process changes its state during its lifetime. A state defines the current activity of
that process.

A process can be in any one of the following states:

 New: A process is in a new state if it is just created or loaded into the
main memory.

 Ready: All the processes waiting for CPU time are in a ready state.

 Running: When a CPU is allocated to a ready state process, then it is
in a running state.

 Waiting: If a process is waiting for I/O, then it is in a waiting state.

 Terminated: If a process has finished execution, then it is in a terminated
state.

When a program is loaded from a disk into the main memory, it is considered
to be in a new state. In a multiprogramming environment, several programs may
be loaded into the main memory for execution. Hence, several processes can be
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in the new state. All the processes waiting for the CPU alone are in the Ready
state. All the ready state processes are put in a ready queue. A ready queue
consists of processes that need CPU cycles. An operating system from a ready
queue selects a process for execution. This selection can be done by using CPU
scheduling algorithms. The selected process is given the CPU time and considered
to be in the running state. The selected process changes its state from ready to
running. A running state process has the CPU resource with it. It can release the
CPU resource voluntarily when it needs I/O or has finished execution. The running
process can be forced to release the CPU if a high-priority process is brought into
the ready queue. In both the cases, the running state process can be converted to
the ready state or the waiting state. A process waiting for I/O is put in a wait
queue. If a process has finished waiting, it can be put in a ready queue. A running
process is terminated if all the instructions are executed. This is called run till
completion.

A process first is in a new state, then it enters into a ready state; a ready
state process can be selected for running. A running process can wait or terminate.

Figure 2.3 depicts the states of a process.

Fig.  2.3  States of a Process

Process Control Block

All the data related to a process such as process number, the state of a process,
program counter, value list of registers, their contents, memory limits, list of open
files, etc. are stored in a block called Process Control Block (PCB).

The following Figure below depicts a process control block.
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ProcessesIn Figure 2.3, a process state can be ready, running, waiting or terminated.
A program counter contains the address of the next instruction. Registers include
the contents of the accumulator, index registers, stack pointer, general-purpose
registers, etc. Memory limits include the value of the base and limit registers. The
list of files opened by the process is also stored in the PCB.

Concurrent Processes

In a multiprogramming environment where there are more than one processors,
we can execute more than a single process. Each processor can execute a process
and multiple processors can execute multiple processes. All the processes executing
in the system simultaneously are called concurrent processes.

Concurrent processes are of two types—independent and cooperative. If
a concurrent process cannot affect or be affected by the other process executing
in the system, it is called independent process.

If a concurrent process can affect or be affected by other processes in the
system,  it is called cooperating process.

A cooperating process must share data and information with other processes.
To share information, cooperating processes must communicate with each other
using inter-process communication and process synchronization techniques.

Check Your Progress

5. Give the definition of thread.

6. Explain about the user thread and kernel thread.

7. What is the ready state of a process?

8. What is a Process Control Block?

9. Explain Concurrent processes.

10. Classify the types of Concurrent processes.

2.4 ANSWERS TO CHECK YOUR PROGRESS
QUESTIONS

1. A process is the instance of a computer programme that is being executed
by one or even more threads. It contains the software code and its operation.
Depending on the operating system (OS), a process can consist of multiple
execution threads that execute instructions continuously.

2. Process management means scheduling threads of the CPU, creating and
deleting the both user and system processes.
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3. Program execution, I/O operations, file system manipulation, error detection,
resource allocation, accounting, protection and security.

4. In the UNIX operating system, the child process is created using the fork
system call.

5. A thread is a Simple CPU use unit composed of a program clock, a stack,
and a set of registers (and a thread ID.).

6. Threads can be of the following two types:

 User thread: These threads run above the kernel threads. The thread
library at the user level creates user threads. These are faster to create
than the kernel-level thread.

 Kernel thread: The kernel threads are at the lower level on which user
threads run; creation of kernel thread is complicated.

7. Ready state of the process means process has all necessary resources which
are required for execution of that process when CPU is allocated. Process
is ready for execution but waiting for the CPU to be allocated.

8. All the data related to a process such as process number, the state of a
process, program counter, value list of registers, their contents, memory
limits, list of open files, etc. are stored in a block called Process Control
Block (PCB).

9. All the processes executing in the system simultaneously are called
concurrent process.

10. Concurrent processes are of two types—independent and cooperative. If
a concurrent process cannot affect or be affected by the other process
executing in the system, it is called independent process.

If a concurrent process can affect or be affected by other processes in the
system,  it is called cooperating process.

2.5 SUMMARY

 An operating system loads a program from a disk onto the main memory. It
allocates the CPU for executing the program.

 Process management requires different functions, such as designing,
scheduling, process termination, and a dead lock.

 Process is a software that is under implementation, an essential component
of modern operating systems. Resources that allow processes to share and
exchange information must be allocated by the operating system.

 Managing all of the system’s running processes is the responsibility of the
operating system.
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Processes An operating system loads a program from a disk onto the main memory. It
allocates the CPU for executing the program. A program either runs till all
the instructions are completely executed or ends abnormally when an error
occurs.

 When a running process needs I/O, an operating system provides mechanism
to allocate input/output devices to the processes requesting the I/O.

 When one process wants to communicate with another process, it can do
so using shared memory or messaging mechanisms provided by the operating
system.

 An operating system provides mechanisms to read and write files. It can
have one or more file systems. e.g. NTFS,FAT32, etc.

 Errors can occur during the execution of a process. Errors may be due to
power failure, memory error, parity error, connection failure, arithmetic error,
array out of bounds, illegal access to a resource, lack of paper in the printer,
etc. An operating system must detect the errors and support necessary
error-handling mechanisms.

 A computer system consists of several resources like CPU, memory, I/O
devices, files, etc., which are to be allocated for user processes. The
allocation of the resources to the processes is the job of the operating system.

 Protection ensures controlled access to the system resources. Security allows
the users to be authenticated.

 To create a process, we use the create process system call. The process in
which the create system call is called is known as parent process. Create
system call creates a new process called child process.

 In the UNIX operating system, the child process is created using the fork
system call.

 The newly created child process contains a copy of the address space of
the parent process.

 When the last instruction of the process finishes execution, then the operating
system must delete it by calling the exit () system call. The abort system call
is also used to terminate a process. The exit () system call is used to terminate
itself, whereas the abort system call is used to terminate the other process.\

 Before a process is brought into the memory, it is called a program. A
program is a passive entity, i.e. it needs only memory on the disk for storing
instructions

 If a part of a program (Thread 1) is waiting, then we may allow another part
of the program (Thread 2) to continue execution.

 All the threads of a process share the same address space. Hence, they all
can share the resources effectively. Context switching is easy in threads.
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 As the threads are simple as compared to the process, the resource sharing
is economical.

 In multiple processor architecture, multiple processors can execute multiple
threads thereby increasing the benefits. Each processor can execute a thread
and all processors put together can speed up the computation.

 User threads run above the kernel threads. The thread library at the user
level creates user threads. These are faster to create than the kernel-level
thread.

 The kernel threads are at the lower level on which user threads run; creation
of kernel thread is complicated.

 An operating system is a very huge software that is partitioned into several
components. The various components of an operating system include
process management, memory management, secondary storage
management, I/O management, networking management and security
management.

 A process is in a new state if it is just created or loaded into the main
memory.

 All the processes waiting for CPU time are in a ready state.

 When a CPU is allocated to a ready state process, then it is in a running
state.

 If a process is waiting for I/O, then it is in a waiting state.

 If a process has finished execution, then it is in a terminated state.

 In a multiprogramming environment where there are more than one
processors, we can execute more than a single process. Each processor
can execute a process and multiple processors can execute multiple
processes. All the processes executing in the system simultaneously are
called concurrent processes.

 All the data related to a process such as process number, the state of a
process, program counter, value list of registers, their contents, memory
limits, list of open files, etc. are stored in a block called Process Control
Block (PCB).

 All the processes executing in the system simultaneously are called concurrent
processes.

 If a concurrent process cannot affect or be affected by the other process
executing in the system, it is called independent process.

 If a concurrent process can affect or be affected by other processes in the
system, it is called cooperating process.
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2.6 KEY WORDS

  Process: A program under execution is called a process. A process is an
active entity. Each process has a program counter that specifies the address
of the next instruction to be executed.

  Parent process: The process in which the create system call is called is
known as parent process.

  Child process: A child process is a process created by a parent process
in operating system using a fork () system call.

  Thread: The sub-units of a process are called threads. It is possible to
divide a long process into sub-units and execute the units simultaneously.

  User thread: These threads run above the kernel threads. The thread
library at the user level creates user threads. These are faster to create than
the kernel-level thread.

  Kernel thread: The kernel threads are at the lower level on which user
threads run; creation of kernel thread is complicated.

  Process states: A process changes its state during its lifetime. A state
defines the current activity of that process. A process can be new, ready,
running, waiting and terminated.

  CPU utilization: The amount of CPU time utilized must be maximum for a
scheduling algorithm. This may be in the range from 0 to 100 per cent; for a
lightly loaded system, it is about 40 per cent and for heavily loaded system,
CPU utilization is 90 per cent.

 Process control block: All the data related to a process such as process
number, the state of a process, program counter, value list of registers, their
contents, memory limits, list of open files, etc. are stored in a block called
Process Control Block (PCB).

  Concurrent Processes: All the processes executing in the system
simultaneously are called concurrent processes.

2.7 SELF ASSESSMENT QUESTIONS AND
EXERCISES

Short-Answer Questions

1. What do you meant by program execution?

2. Define parent and child process in process management.

3. Which function is used for termination of process?
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4.  What is program and process?

5.  Explain the concept of thread.

6.  Classify the types of thread.

7. Which State of a process defined “The process is being created”?

8.  What is the lifecycle of process?

Long-Answer Questions

1. Briefly discuss the services of operating system.

2. Explain about the process creation and process termination in detail.

3. Discuss about the activates which are used for running a program?

4. What is multiprocessors?

5. Illustrate the advantages of thread.

6. Describe in detail about the process management activities.

7. Explain briefly about the process state in detail.

8. Describe the Process Control Block (PCB) and concurrent process.

9. Discuss about the concurrent process and its types in detail?
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3.0 INTRODUCTION

Interrupts are events that are used to stop the current execution and start a new
urgent execution. The events may be created externally by some hardware devices,
internally by software interrupt instructions, due to attempts to execute illegal
instructions and access illegal memory or some hardware failures.

Interrupts are signals that external devices usually I/O devices, transmit to
the Central Processing Unit (CPU). They tell the CPU to stop its current operations
and execute the Operating System (OS) portion that is necessary. An interrupt is
a response by the processor in digital computers to an event that requires software
attention. An interrupt state warns the processor and when allowed, acts as a
request for the processor to interrupt the currently executing code so that the
event can be treated in a timely manner.

Most of the devices are connected or interfaced to the computer system as
one or more memory locations. All I/O devices have controller with some registers
or memory locations, and interfacing address, data and control lines called buses.
Other operations of the device are internal to it and the operating system has no
role in the internal working other than initiating the operations and reading the
status of the device through the controller.

Direct Memory Access (DMA) is a computer system feature that enables
access to main system memory (random access memory) by some hardware
subsystems independent of the central processing unit (CPU).Without DMA, it is
usually fully occupied for the entire duration of the read or write process when the
CPU uses programmed input/output, and is thus unable to do other work. With
DMA, the CPU initiates the transfer first, then performs other operations while the
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transfer is in progress, and when the process is completed, it eventually receives
an interrupt from the DMA controller (DMAC). This feature is useful at any time
when the CPU is unable to keep up with the data transfer rate, or when the CPU
needs to operate while waiting for a relatively slow transfer of I/O data. DMA is
used by many hardware systems.

Inter-Process Communication or InterProcess Communication (IPC) simply
refers to the mechanisms provided by the operating system to allow shared data
to be handled by processes. Applications may usually use IPC, categorised as
clients and servers, where data is requested by the client and the server responds
to client requests. The design process for microkernels and nanokernels is very
important for IPC, which reduces the number of functionalities given by the kernel.
Those features are then acquired by interacting via IPC with servers, leading to a
significant increase in communication compared to a regular monolithic kernel.

In this unit, you will study about the interrupts in Operating System (OS)
and inter-process communication in operating system.

3.1 OBJECTIVES

After going through this unit, you will be able to:

 Understand the basic concepts of an interrupts in operating system

 Discuss about the input-output data transfer techniques

 Elaborate on the concept of Direct Memory Access(DMA)

 Analysis the cause of interrupts

 Provide an overview of Inter-Process Communication(IPC)

 Explain the need for IPC synchronization

3.2 INTRODUCTION TO INTERRUPTS IN
OPERATING SYSTEM

Interrupts are events that are used to stop the current execution and start a new
urgent execution. The events may be created externally by some hardware devices,
internally by software interrupt instructions, due to attempts to execute illegal
instructions and access illegal memory or some hardware failures. An interrupt
first, saves the contents of program counter in the stack. Then the processor enters
a subroutine called Interrupt Service Subroutine (ISS). CPU interrupt handling
enables or disables interrupts in the CPU. Each device has an Interrupt ReQuests
(IRQ) number which is based on Program Controlled Interrupt (PIC). It supports
PIC the 8259A chip and eight Interrupt Request (IRQ) lines. There are two available
schemes as master and slave which give the priority from highest to lowest as
IRQ0-1, IRQ8-15, IRQ3-7. PIC is accessed by port addresses such as 0x20
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and 0x21for master. IRQ devices generate a signal on IRQn, where n is the number
of request. Only those parts of the program and data are executed which are
active in physical RAM. The other parts resides in a swap file named as
Win386.swp is called in Windows 95/98 or page file. The pagefile.sys comes in
Windows NT versions. When a program accesses some addresses which are not
in physical RAM, an interrupt file called Page Fault (PF) is generated. When a
device generates an interrupt, the CPU hardware stops running an ordinary program
and jumps to an interrupt handling routine in the Device Driver. When a peripheral
is ready it sends an interrupt signal the CPU then the CPU stops execution of the
program. It accepts data from peripheral and returns to the interrupted program.
Almost all modern processors have a mechanism to catch the interrupt events and
switch the execution from the currently executing program to some other program
or function called the interrupt handler. The interrupt handler does the required
urgent processing. In operating systems, interrupts are mainly used for the following:

(i) I/O device interrupts are used for data transfers between computer memory
and I/O devices.

(ii) Hardware timer interrupts are used to record time and distribute the processor
time among different applications currently loaded for execution.

(iii) Handle page or segment missing events (page or segment faults) in memory
management for loading pages or segments from secondary storage.

(iv) Exception handling: Attempts to access Illegal memory, attempts to execute
illegal instructions, attempts to divide by zero causing arithmetic overflow,
etc., raises exception error interrupt and transfers execution to exception
handler to abort the current process.

Following an interrupt, the execution branches to the OS code, and the OS
looks for the reason of the interrupt. From the interrupt number and the contents
of some register indicating the cause of interrupt, the OS identifies the device or
instruction that caused the interrupt and chooses to execute the appropriate handler
required to do the requested processing. The OS must also remember what
instruction was under execution and the memory location of the next instruction
(and the current context of execution) to report error conditions, if any, and to
resume the interrupted program after the execution of the interrupt handler.

Interrupts must be enabled so that they can respond to their events. There
may be many levels or numbers of interrupts, for example 5, in a CPU and there
may be bits in status register of the CPU corresponding to each of the interrupts.
So, each of these interrupts can be enabled or disabled selectively.

Input–Output Data Transfer Techniques

Most of the devices are connected or interfaced to the computer system as one or
more memory locations. All I/O devices have controller with some registers or
memory locations, and interfacing address, data and control lines called buses.
Other operations of the device are internal to it and the operating system has no
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role in the internal working other than initiating the operations and reading the
status of the device through the controller. The interfacing lines are connected to
the system buses through appropriate I/O ports present in both the CPU box and
device controller part of the devices.

There are two ways of interfacing I/O devices; memory mapped I/O and
I/O mapped I/O. The devices use some addresses in the memory address space
in case of memory mapped I/O or separate I/O address space in case of I/O
mapped I/O. Thus, the input-output operations may be done by executing Move
instructions (if memory address space is used) or In/Out instructions (if separate
I/O address space is used) for moving data between CPU and memory locations.
However, before actually transferring the data, the CPU must first initiate the transfer
when the device is ready (not busy with I/O for some other process) and check
whether the device is ready to accept data (in case of writing output to devices) or
the data is readily available in the registers/memory ( in case of reading from devices)
of device controller.

Three major techniques are in use for transferring data between memory
and I/O devices. They are as follows:

(i) Programmed data transfer or I/O
(ii) Interrupt-driven I/O
(iii) Direct Memory Access (DMA) I/O

(i) Programmed Data Transfer or I/O

In programmed data transfer technique, the CPU first initiates the transfer and
checks continuously in a busy loop waiting for data ready signal (for reading) or
ready to accept signal (for writing) from the device. This is called polling. The
CPU will not be doing anything else while waiting for I/O data ready/ accept
signal. When the data is available (or device is ready to accept data) as indicated
by setting some status bits in the device controller, the CPU transfers the data
between device controller and the system memory. This is not an efficient way of
using CPU, and is a slower method of data transfer. It is likely that some of the
data samples get lost in case of realtime data transfer.

(ii) Interrupt-Driven I/O

In interrupt-driven data transfer, the CPU initiates the data transfer and enables
the device interrupt to interrupt CPU execution when the data is ready or the
device is ready to accept data. The CPU then executes other jobs. When the
device is ready for the transfer, it will inform the CPU (operating system) through
the interrupt. The interrupt handler will then do the actual data transfer between
device and memory. Here, the CPU does not wait in a busy loop; instead, it
executes other jobs. The problem here is the overhead of interrupt handling which
involves stopping the current process execution, saving the context, executing the
interrupt handler, selecting a new process for execution, restoring the context of
new process and transferring control to the new process.
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(iii) Direct Memory Access (DMA) I/O

In this method, the CPU just initiates the data transfer through a DMA controller,
and does other jobs as in the case of interrupt driven I/O. The DMA controller
issues request to the I/O device and does the transfer when ready. A DMA
controller is like a processor with functions to check the data ready or accept
signal and to transfer data between device controller and system memory. The
DMA can directly access memory bus for data transfer asking the CPU to wait
for some clock cycles (no process switching overheads). After finishing the transfer
of entire block of data requested, the DMA interrupts the CPU to inform the
completion of data transfer. Large block of data can be transferred without CPU
intervention. The execution is slowed down as the data transfer (of each word) is
done using clock cycles in between the execution of two instructions.

Fig. 3.1 Interrupt Organization

Figure 3.1 shows an interrupt request line that runs from the CPU to all the
peripherals. Each peripheral capable of generating an interrupt is connected to the
Interrupt ReQuest (IRQ) line. When a peripheral requires attention, the peripheral
asserts its IRQ output. Interrupt means the device gets the attention of CPU.

Interrupts and Intel Architecture

Interrupts are not entirely associated with I/O devices. The 8086 family
microprocessors provide 256 interrupts as software interrupts.  It produces an
interrupt vector table which is situated in 0000:0000 and extended up to 1024
bytes. It holds the address of Interrupt Service Routines (ISR). The all four bytes
give to users a pool of the 256 interrupt vectors. Table 3.1 shows the interrupt
numbers and their uses with reference to Intel architecture.
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Table 3.1 x86 Interrupt Vectors

INT (Hex) IRQ Common Uses 

00 - 01 Exception Handlers - 

02 Non-Maskable IRQ Non-Maskable IRQ (Parity Errors) 

03 - 07 Exception Handlers - 

08 Hardware IRQ0 System Timer 

09 Hardware IRQ1 Keyboard 

0A Hardware IRQ2 Redirected 

0B Hardware IRQ3 Serial Comms. COM2/COM4 

0C Hardware IRQ4 Serial Comms. COM1/COM3  

0D Hardware IRQ5 Reserved/Sound Card  

0E Hardware IRQ6 Floppy Disk Controller  

0F Hardware IRQ7 Parallel Comms.  

10 - 6F Software Interrupts - 

70 Hardware IRQ8 Real Time Clock 

71 Hardware IRQ9 Redirected IRQ2 

72 Hardware IRQ10 Reserved 

73 Hardware IRQ11 Reserved 

74 Hardware IRQ12 PS/2 Mouse 

75 Hardware IRQ13 Math's Co-Processor 

76 Hardware IRQ14 Hard Disk Drive 

77 Hardware IRQ15 Reserved  

78 - FF Software Interrupts - 

 
Hardware Interrupts

The Programmable Interrupt Controller (PIC) handles hardware interrupts. Most
PC’s have two of them located at different addresses. One handles IRQs 0 to 7
and the other, IRQs 8 to 15, giving a total of 15 individual IRQ lines, as the
second (Program Controlled Interupt) PIC is cascaded into the first, using IRQ2.
Table 3.2 lists the PIC1 bit format using IRQ1 and Table 3.3 lists the PIC2 bit
format using IRQ2.
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Table 3.2 PIC1 Bit Format Operation using IRQ1

Bit Disable IRQ Function 

7 IRQ7 Parallel Port 

6 IRQ6 Floppy Disk Controller 

5 IRQ5 Reserved/Sound Card 

4 IRQ4 Serial Port 

3 IRQ3 Serial Port 

2 IRQ2 PIC2 

1 IRQ1 Keyboard 

0 IRQ0 System Timer 

Table 3.3 PIC2 Bit Format Operation (0xA1) using IRQ2

Bit Disable IRQ Function 

7 IRQ15 Reserved 

6 IRQ14 Hard Disk Drive 

5 IRQ13 Maths Co-Processor 

4 IRQ12 PS/2 Mouse 

3 IRQ11 Reserved 

2 IRQ10 Reserved 

1 IRQ9 Redirected IRQ2 

0 IRQ8 Real Time Clock 

The following are the features of Interrupt Service Routine (ISR):

(i) It saves all used registers.

(ii) It issues EOI (End-Of-Interrupt) command to PIC.

(iii) It restores registers.

(iv) It is finished with iret instruction.

There is a type of interrupt known as timers interrupt. It has the following
characteristics:

(i) It allows STI (Set Interrupts) and also CLI (Clerar Intercepts) in CPU
(cli).

(ii) It sets up interrupt gate descriptor in IDT (Interrupt Descriptor Table)
using irq0inthand.

(iii) It sets up timer downcount to determine tick interval.

(iv) It disallows timer interrupts by masking IRQ0 in the P.I.C. by making
bit 0 be 1 in the mask register (port 0x21).
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Interrupt Action

Let us understand interrupt action with an example of a card reader (1442). This
I/O device starts and the card moves to the read station. This is shown in Figure
3.2.

Fig. 3.2 Card reader (1442) moves to the Read Station

As soon as it moves, the card reader signals the CPU. This signal to the
CPU is an interrupt request. The interrupt does not occur until execution of the
current instruction is completed. At that time, a forced branch occurs to an interrupt-
handling subroutine. This is shown in Figure 3.3.

Card column is read

Time

Card continues to move past the read station

Current Program Routine

“Forced by CPU”Branch Inst

Interrupt Subroutine

Fig. 3.3 Interrupt Action is Shown

Logical requirements of the interrupt subroutine are carried out before a
return to the interrupted program occurs.

The two ways of branching into an input/output routine are as follows:

(i) Program-controlled branching

(ii) CPU-forced branching

Program-controlled branching

In a program-controlled branch to an I/O routine, a properly written program has
address information for the branch-to location and the return address, if it is required.

CPU-forced branching

In a CPU-forced branch, it is possible to branch to the proper subroutine and
return via another branch to the interrupted program at the end of the subroutine.
For this purpose, the following information is available:
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(i) The core-storage address of the beginning of the interrupt subroutine.

(ii) The core-storage address of the next instruction to be executed in the current
program, that is, the address of the place to return to after the interrupt
routine is completed.

At the time of the actual interrupt after the current instruction is completely
executed) the address of the next instruction is in the instruction-address register.

Table 3.4 shows the interrupt levels and their associated locations.

Table 3.4 Interrupt Levels and their Associated Locations

Interrupt 
Level 

Interrupt 
Vector 
Location 
(in core 
storage) 

Device 

0 00008 (in 
decimal) 

1442 Card Read Punch (column read, punch) 

1 00009  1132 Printer, synchronous communications adapter 

2 00010  Disk storage, storage access channel 

3 00011 1627 Plotter, 2250 Display Unit, storage access 
channel, System/7 

4 00012 1442 (operation complete), keyboard, console printer, 
1134 Paper Tape Reader, 1055 Paper Tape Punch, 
2501 Card Reader, 1403 Printer, 1231 Optical Mark 
Page Reader, storage access channel 

5 00013 Console (program stop switch and interrupt run), 
storage access channel 

 
The interrupt subroutine save the contents of certain index and machine registers
by storing their contents into core storage. Such registers are used for data
manipulation within the subroutine. Only the contents of those registers that are
used by the subroutine need to be saved. The data integrity of such registers is
maintained because the interrupted program uses the same registers. At the end of
the interrupt subroutine, the contents of the affected registers are loaded back into
the registers from core storage.

For example, the accumulator is used by all subroutines. Therefore, the
contents of the accumulator are stored into core storage before the accumulator is
used by the subroutine. At the end of the subroutine, before a return to the
interrupted program occurs, the accumulator is loaded with the data that is saved.

Causes of Interrupts

Basically, two methods are used to determine what condition is causing an interrupt.
These methods are as follows:
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(i) Examination of the device status word

(ii) Examination of the interrupt-level status word

The I/O device causing an interrupt is determined by examination via
programming of the interrupt-level status word, when necessary. Then, after the
device is known, the device-status word is examined to determine the condition in
the device that caused the interrupt to occur.

First consider a level-o interrupt. An interrupt-level status word is not used
at level 0. Only the device status word need be examined at interrupt level 0.
Either of the following two conditions can cause level-0 interrupt to occur:

(i) The card reader (1442) has a data word ready for storing into core
storage during a read operation.

(ii) The card punch (1442) is ready to accept data for punching a column
during a punch operation.

Because the 1442 can perform only a read or a punch operation at one
point of time, an interrupt at level 0 is for either a read or a punch operation. The
program must determine which operation has occurred; sending a data word from
core storage to the card punch during a read operation would be inappropriate.

Fig. 3.4 Interrupt Flow

Figure 3.4 shows that the basic operations of interrupt service are broadly
carried out by four phases. The first is the part that requests the interrupt, the
second is the interrupt request flag, the third is the interrupt controller that controls
the interrupt and the fourth is the CPU that actually executes the interrupt services.
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Fig. 3.5 Interrupt Acknowledgement

Figure 3.5 shows how interrupt request source parts request interrupts include
the timer block, serial block, and external signal edge detector. Once an interrupt
request condition, meets with the corresponding interrupt, it requests flag to set in
these parts. The first phase of interrupt service involves the satisfaction of a specified
condition in each peripheral function block. Some conditions such as matching
with a compare register in the timer block, completion of communication in the
serial block, detection of an edge via an external interrupt are some interrupt services
for which the corresponding interrupt request flag is set.

Fig. 3.5 Block Diagram of the PIC



Interrupts and
Interprocess
Communication

NOTES

Self-Instructional
52 Material

Figure 3.6 shows the basic block diagram of the PIC. The 8 individual
interrupt request lines are first passed through the Interrupt Mask Register (IMR)
to check whether they are masked or not. If they are masked, the request is not
processed further. And if they are not masked, they register their request with the
Interrupt Request Register (IRR).

Interrupts include system call that executes syscall program executed and a
timer. The timer register starts from 1 to 0 and a non-zero timer counts down
every microsecond. They both collectively complete a disk operation. Interrupts
also include various types of program errors as follows:

(i) ip=0: undefined instruction

(ii) ip=1: illegal instruction in user mode

(iii) ip=2: logical address >= bound register

The required steps to handle an interrupt are as follows:

Step 1: psw saved in ipsw,psw set to 0

Step 2: interrupt parameter (if any) placed in ip register

Step 3: ia saved in iia

Step 4: new is taken from interrupt vector area (offset depends on which interrupt
it is)

Step 5: timer and disk interrupt can be masked (recorded but delayed) by setting
psw bit 0.

The timer interrupts keep the information of disk controller. The following
code is written in ‘C’ as follows:

const int Block_Size = 4096;

enum disk_command {Load_Block=0, Store_Block=1};

//Declared Enum data type and assigns 0 to Load_Block and
1 to Store_Block

struct disk_control_register

{

    unsigned int command : 1;

    unsigned int interrupt_enabled : 1;

    unsigned int disk_block : 20;

    unsigned int padding : 10;

}; // Structure of Disk Control Register is defined

volatile disk_control_register *Disk_control =
(disk_control_register *)0xF0000000;
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// Disk_memory_address is defiend by pointer

enum disk_status { Disk_Idle=0, Disk_Busy=1 };

//Declared Enum data type and assigns 0 to Disk_Idle and
1 to Disk_Busy

struct disk_status_register

 {

     unsigned int busy : 1;

     unsigned int padding : 31;

}; Structure of Disk Status Register is defined

disk_status_register *Disk_status = (disk_status_register
*)0xF0000008;

// 0xF0000008 is prefetchable by 32-bit memory

The Microprocessor without Interlocked Pipeline Stages (MIPS) OS
contains code in distribution and runs on UNIX systems. A number of changes are
possible in the low-level code that interfaces to the hardware. The Java OS code
in distribution runs on Java 1.1 systems and Java 1.1 browsers. A number of
changes are possible in the low-level code that interfaces to the hardware. The
MIPS OS and Java OS almost use same hardware interface.

Check Your Progress

1. What do you meant by interrupts?

2. In Which system Interrupts form an important part?

3. State the three input-output data transfer techniques.

4. Give the definition of direct memory access (DMA).

5. In a computer, which two methods are used for branching into input/output
routine?

6. Which type of program errors are included in interrupts?

7. Define program-controlled branching.

3.3 INTERPROCESS COMMUNICATION

The processes that coexist in the memory at the same time are called concurrent
processes. The concurrent processes may either be independent or cooperating.
The independent (also called competitors) processes, as the name implies, do not
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share any kind of information or data with each other. They just compete with
each other for the resources like Central Processing Unit (CPU), I/O(Input/Output)
devices, and so on that are required to accomplish their operations. The cooperating
(also called interacting) processes, on the other hand, need to exchange data or
information with each other. For this, they require some mechanism that allows
them to communicate with each other. One such mechanism is Interposes
Communication (IPC)—a very useful facility provided by the operating system.

Two basic communication models for providing IPC are shared memory
systems and message passing systems. In the former model, a fragment of memory
is shared among the cooperating processes. Hence, if processes want to exchange
data or information, it can do so by writing to and reading from this shared memory.
However, in the latter model, the cooperating processes communicate by sending
and receiving messages from each other. The communication using message passing
is very time consuming as compared to shared memory. This is because the
message passing system is implemented with the help of an operating system calls
and thus, it requires a major involvement of kernel. On the other hand, in shared
memory systems, system calls are used only to set up the shared memory area.
Once the shared area is set up, no further kernel intervention is required.

Need for IPC Synchronization

When two or more processes try to access and manipulate the same data
simultaneously, then we call this concurrent access to shared data. Concurrent
access and manipulation to shared data introduce the concurrency problems. To
solve the concurrency problems, such as race condition, we use process
synchronization.

For example, let Deposit (x, 5000) be a process that deposits 5000 amount
into the account x. Let Withdraw (X, 2000) be the process that withdraws 2000
from account X and Interest (X, 200) be the third process that adds the interest to
the account X. All the above three processes operate on the same data, i.e. account
balance. Let the balance of the account X be 3000.

Suppose all the three processes are simultaneously executing, then all of
them read the balance as 3000. The following activity takes place:

Deposit (X, 5000){

T
0
: Read bal; //reads balance as 3000

T
1

Balance + = 5000;

T
2

Write balance;

}
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Withdraw (X, 2000){

T
0
: Read bal; //reads balance as 3000

T
1

Balance – = 2000;

T
2

Write balance;

}

Interest (X, 200){

T
0
: Read bal; //reads balance as 3000

T
1

Balance + = 200;

T
2

Write balance;

}

All the above processes have three instructions executing at time T
0
, T

1
, T

2.

At T
0 
all the processes read the balance, which is 3000.

At T
1 
all the processes manipulate the balance.

At T
2 
all the processes write the balance value.

Since the balance is a data value, it can store only single value. Whichever
process finishes last updates the process balance value. If all of the processes
read balance and update it, then we will get inconsistent balance. The shared data
like balance must be accessed by one process after the other process. The order
must be followed; otherwise, if several processes are manipulating the shared
data simultaneously, the outcome depends on the order in which the processes
finish execution. This is called race condition. Several processes are racing for the
shared data. Race condition occurs very frequently in an operating system. To
maintain the consistency, we need to synchronize the shared data access. To solve
the problem of race condition, we use process synchronization. It will impose
certain rules while accessing the share data.

Critical Section Problems and Solutions

Consider a system consisting of n processes {p0, p1, p2…pn} where each process
has a section of code called critical section. A critical section code is the code that
manipulates the shared data. For example, in the previous section, manipulating
the balance is the critical section code. The critical section problem states that
when one process is executing in its critical section, then no other process is allowed
to enter into its critical section. This implies that the execution of critical section is
mutually exclusive. Before entering into the critical section, a process must request
permission. The code that implements the request is called entry section. A process
first executes the entry section code and then enters into the critical section. After
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completing the critical section, the process executes the exit section code. The
general structure of the process P

i 
is given in the following code:

do{

entry section;

critical section;

exit section

remainder section;

}while (true);

From the above code, it is clear that the critical section manipulating the
shared data is always preceded by the entry section and followed by the exit
section. Remainder section is the code that is not involved in shared data
manipulation.

The solution to the critical section problem must satisfy the following
requirements:

 Mutual Exclusion: If P is executing in its critical section, then no other
process can execute in their critical section.

 Progress: When a process wants to enter into its critical section, then
the processes that are not executing in their remainder sections make
the decision.

 Bounded waiting: If a process makes a request to enter into its critical
section, then it must get the chance to enter into the critical section in
finite time.

Semaphores and Implementation

A semaphore is a synchronization tool. It is an integer variable. It can be initialized
and two atomic operations are possible with semaphore; they are wait and signal.
The syntax for the two operations is as follows:

Wait(s){

While(s <= 0)

; //Do no operation or wait;

s––;

}

signal(s){

s++;

}

where s is the semaphore. It is an integer variable.

The wait operation checks to see whether the value of semaphore s on
which wait is called is less than or equal to zero; if it is <= 0, then no operation is
done or it waits. If S is not less than or equal to 0, then the condition in it is false
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S—is exempted. The signal operation is straight forward. If increments the
semaphore value by one. Let us see how semaphore can be used to implement
mutual exclusion (mutex).

Let mutex be the semaphore, which is initialized to 1.
do {mutex

wait(mutex)

cs

signal (mutex)

RS

} which(1);

if mutex = 1, then wait (mutex) checks; if mutex value is <= 0, then wait
does no operation

if mutex value >0 as in this case, CS is executed.

If mutex < = 0 and if other process wants to enter  into CS where p1 is
executing, then it performs wait (mutex) as mutex = 0; it waits until the previous
process finishes CS and executes signal (mutex), which increments mutex value to
1. No other process can enter into its critical section.

In short, if a process wants to enter into CS, it executes wait (mutex) and if
other process is also ready into CS, then it waits; otherwise, enter into CS. When
CS is finished, it executes signal RS as mutex = 0

IPC using Messages

Inter-process communication allows a process to communicate with other
processes. It also allows synchronizing the actions. All communication and
synchronization are done without sharing the same address space. An example of
inter-process communication is a chat program on World Wide Web (WWW).
Here two processes communicate across the network. IPC can be done using
message passing system.

Message passing system: This system allows two processes to
communicate without using the shared data. The communication among processes
is done by using message passing system. The message passing system provides
some operations like send and receive. The send operation is used to send a
message to a process. The receive operation is used to receive a message from a
process. Messages can be of fixed length or variable length. Dealing with fixed-
length messages is simple but restricted for a complex system. Hence, variable
size messages are used in the complex message passing system. For two processes
to communicate there must be a communication link between them. A link can be
implemented using shared memory bus, network, etc. A link can be logically
implemented by using send and receive primitives. Let us look at various methods
of implementing a link logically.
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 Direct communication: In this scheme, if a process wants to communicate
with other process, then it must explicitly use the name of the process with
which it intends to communicate. For example, if  P wants to communicate
with Q, then it does so by using send (Q, message) or receive (Q, message).

i) send (P, message): send a message to process P

ii) receive (Q, message): receive a message from process Q

The first primitive is the sender initiated request. Here Q is the sender and
intends to send a message to process P. The second primitive is receiver
initiated request. Here the process P is the receiver and it intends to receive
the message from Q.

The above primitives, send and receive, must explicitly name each other for
communication. This scheme is known as symmetrical addressing. In
asymmetrical addressing, the sender has to name the recipient and recipient
is not required to name the sender.

In asymmetric addressing, the primitives are used in the following manner:

Send (P, message), Receive (id, message). Here, the sender is explicitly
naming the recipient, whereas the receiver is receiving the message from id,
which can be set in the process.

 Indirect addressing: Two processes communicate or exchange messages
via mailboxes or ports. Mailboxes are objects, which are used to receive or
send a message to a process. Every process has a mailbox and each mailbox
has an id that can be uniquely identified.

The syntax for the send and receive primitives in indirect communication are
as follows:

Send (A, message): send a message to the A’s mailbox

Receive (A, message): receive a message from A’s mailbox

In direct communication, if a process wishes to communicate with the
other then it has to name the process. In indirect communication  the
process communicates with the mailboxes

Mailbox can be owned by a process or the operating system. If the
process P owns the mailbox then it is called the owner of the mailbox.
And all other processes become the users of P’s mailbox. P has
privileges on its mailbox. The communication among processes is done
using user mailboxes.

If Operating System owns the mailboxes then it provides mechanism
to create the mailbox, send-receive messages, and delete the mailbox.

Synchronous communication: In the above section, we have seen how the
processes communicate using the send and receive primitives. The communication
can be implemented either in blocking or non-blocking. Blocking communication
is called synchronous communication and non-blocking communication is called
asynchronous communication.
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The various possibilities with blocking and non-blocking communication
are as follows:

Block send: Once the process P sends a message to the process Q, then P
is blocked until Q receives the message. After sending the message to the
process Q, the process P is blocked until Q receives the message.

Block receive: Once the process P receives a message from the process
Q, P is blocked until Q’s message is received.

Non-block send: The sending process sends a message and continues to
operate. The sending process is not blocked.

Non-block receive: A receiver continues to operate even if the message
from a process is not received. The receiver is not blocked.

Buffering: When a message is sent to a process, it resides in a temporary
queue. The queue can be implemented in the following three ways:

 Zero capacity: The length of the Q is zero, i.e. the messages are not
stored but directly given to the process.

 Bounded capacity: The length of the Q is finite, say n. Then it can
store n messages. When a queue is full, the sender must be blocked.
If the queue is empty, then messages can be sent.

 Unbounded capacity: The length of the queue is infinite. Here any
number of messages can be sent as the queue length in infinite. The
sender can send any number of messages without being blocked. The
unbounded capacity is theoretically infinite but practically limited to
the memory limits.

Check Your Progress

8. Which of the two operations are provided by the IPC facility?

9. Elaborate on the critical section problem.

10. Explain solution for critical section problem.

11. State the difference between symmetric and asymmetric direct
communication.

12. Differentiate between the bounded and unbounded buffer.

3.4 ANSWERS TO CHECK YOUR PROGRESS
QUESTIONS

1. Interrupts are events that are used to stop the current execution and start a
new urgent execution.



Interrupts and
Interprocess
Communication

NOTES

Self-Instructional
60 Material

2. This forms an important part of the Real time system because if a process
arrives with greater priority then it raises an interrupt and the other process
is stopped and the interrupt will be serviced.

3. (i) Programmed data transfer or I/O
(ii) Interrupt-driven I/O
(iii) Direct Memory Access (DMA) I/O

4. Direct memory access (DMA) is a feature of modern computers and
microprocessors that allows certain hardware subsystems within the
computer to access the system memory for reading and/or writing
independently of the CPU.

5. The program-controlled branching and CPU-forced branching are the two
methods used for branching into input/output routine in a computer.

6. Interrupts include the following three errors:

(i) Ip=0: undefined instruction

(ii) Ip=1: illegal instruction in user mode

(iii) Ip=2: logical address >= bound register
7.  Mutual Exclusion: If P is executing in its critical section, then no other

process can execute in their critical section.

 Progress: When a process wants to enter into its critical section, then
the processes that are not executing in their remainder sections make
the decision.

 Bounded waiting: If a process makes a request to enter into its critical
section, then it must get the chance to enter into the critical section in
finite time.

8. Two operations provided by the IPC facility are receive and send messages.
Exchange of data takes place in cooperating processes.

9. The critical section problem states that when one process is executing in its
critical section, then no other process is allowed to enter into its critical
section. This implies that the execution of critical section is mutually exclusive.
Before entering into the critical section, a process must request permission.
The code that implements the request is called entry section.

10.  The solution to the critical section problem must satisfy the following
requirements:

(i) Mutual exclusion: If P is executing in its critical section, then no other
process can execute in their critical section.

(ii) Progress: When a process wants to enter into its critical section, then
the processes that are not executing in their remainder sections make
the decision.

(iii) Bounded waiting: If a process makes a request to enter into its critical
section, then it must get the chance to enter into the critical section in
finite time.
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11. In symmetric direct communication, both sender and receiver process need
to know each other’s PID. On the other hand, in asymmetric direct
communication, only the sender process needs to know PID of the receiver
process but the receiver process need not know the PID of the sender
process.

12.  Bounded capacity: The length of the Q is finite, say n. Then it can
store n messages. When a queue is full, the sender must be blocked. If
the queue is empty, then messages can be sent.

 Unbounded capacity: The length of the queue is infinite. Here any
number of messages can be sent as the queue length in infinite. The
sender can send any number of messages without being blocked. The
unbounded capacity is theoretically infinite but practically limited to the
memory limits.

3.5 SUMMARY

 Interrupts are events that are used to stop the current execution and start a
new urgent execution.

 An interrupt first, saves the contents of program counter in the stack. Then
the processor enters a subroutine called Interrupt Service Subroutine (ISS).

 CPU interrupt handling enables or disables interrupts in the CPU.

 Each device has an Interrupt ReQuests (IRQ) number which is based on
Program Controlled Interrupt (PIC).

 There are two available schemes as master and slave which give the priority
from highest to lowest as IRQ0-1, IRQ8-15, and IRQ3-7.

 PIC is accessed by port addresses such as 0x20 and 0x21for master. IRQ
devices generate a signal on IRQn, where n is the number of request.

  I/O device interrupts are used for data transfers between computer memory
and I/O devices.

 Hardware timer interrupts are used to record time and distribute the processor
time among different applications currently loaded for execution.

 Handle page or segment missing events (page or segment faults) in memory
management for loading pages or segments from secondary storage.

 Attempts to access Illegal memory, attempts to execute illegal instructions,
and attempts to divide by zero causing arithmetic overflow, etc. raises
exception error interrupt and transfers execution to exception handler to
abort the current process.

 Interrupts must be enabled so that they can respond to their events.

 Most of the devices are connected or interfaced to the computer system as
one or more memory locations.
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 The interfacing lines are connected to the system buses through appropriate
I/O ports present in both the CPU box and device controller part of the
devices.

 There are two ways of interfacing I/O devices; memory mapped I/O and I/
O mapped I/O.

 In programmed data transfer technique, the CPU first initiates the transfer
and checks continuously in a busy loop waiting for data ready signal (for
reading) or ready to accept signal (for writing) from the device. This is
called polling.

 In interrupt-driven data transfer, the CPU initiates the data transfer and
enables the device interrupt to interrupt CPU execution when the data is
ready or the device is ready to accept data. The CPU then executes other
jobs. When the device is ready for the transfer, it will inform the CPU
(operating system) through the interrupt. The interrupt handler will then do
the actual data transfer between device and memory.

 In a program-controlled branch to an I/O routine, a properly written program
has address information for the branch-to location and the return address,
if it is required.

 In a CPU-forced branch, it is possible to branch to the proper subroutine
and return via another branch to the interrupted program at the end of the
subroutine.

 The I/O device causing an interrupt is determined by examination via
programming of the interrupt-level status word, when necessary. Then, after
the device is known, the device-status word is examined to determine the
condition in the device that caused the interrupt to occur.

 The microprocessor without interlocked pipeline stages (MIPS) OS contains
code in distribution and runs on UNIX systems.

 A number of changes are possible in the low-level code that interfaces to
the hardware. The Java OS code in distribution runs on Java 1.1 systems
and Java 1.1 browsers. A number of changes are possible in the low-level
code that interfaces to the hardware.

 The MIPS OS and Java OS almost use same hardware interface.

 When two or more processes try to access and manipulate the same data
simultaneously, then we call this concurrent access to shared data.

 Concurrent access and manipulation to shared data introduce the
concurrency problems.

 To solve the concurrency problems, such as race condition, we use process
synchronization.

 A semaphore is a synchronization tool. It is an integer variable. It can be
initialized and two atomic operations are possible with semaphore; they are
wait and signal.
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 Inter-process communication allows a process to communicate with other
processes. It also allows synchronizing the actions.

 The I/O device causing an interrupt is determined by examination via
programming of the interrupt-level status word, when necessary.

 Interrupts include system call that executes syscall program executed and a
timer. The timer register starts from 1 to 0 and a non-zero timer counts
down every microsecond.

 When two or more processes try to access and manipulate the same data
simultaneously, then we call this concurrent access to shared data.

 Concurrent access and manipulation to shared data introduce the
concurrency problems. To solve the concurrency problems, such as race
condition, we use process synchronization.

 A semaphore is a synchronization tool. It is an integer variable. It can be
initialized and two atomic operations are possible with semaphore; they are
wait and signal.

 Inter-process communication allows a process to communicate with other
processes. It also allows synchronizing the actions.

 All communication and synchronization are done without sharing the same
address space. An example of inter-process communication is a chat
program on World Wide Web (WWW).

 Two processes communicate or exchange messages via mailboxes or ports.
Mailboxes are objects, which are used to receive or send a message to a
process

 The communication can be implemented either in blocking or non-blocking.
Blocking communication is called synchronous communication and non-
blocking communication is called asynchronous communication.

 The length of the queue is infinite. Here any number of messages can be
sent as the queue length in infinite.

3.6 KEY WORDS

  Interrupt: It refers to an event used to stop the current execution and start
a new urgent execution.

 Direct Memory Access (DMA): Direct memory access (DMA) is a
feature of modern computers and microprocessors that allows certain
hardware subsystems within the computer to access the system memory
for reading and/or writing independently of the CPU.

 Page Fault (PF): When a program accesses some addresses which are
not in physical RAM, an interrupt file called Page Fault (PF) is generated.
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 Programmable Interrupts Controller (PIC): The Programmable Interrupt
Controller (PIC) handles hardware interrupts.

 Race Condition: if several processes are manipulating the shared data
simultaneously, the outcome depends on the order in which the processes
finish execution. This is called race condition.

 Synchronization: Synchronization means sharing system resources by
processes in a, such a way that, Concurrent access to shared data is handled
thereby minimizing the chance of inconsistent data. Maintaining data
consistency demands mechanisms to ensure synchronized execution of
cooperating processes.

 Semaphores: A semaphore is a synchronization tool. It is an integer variable.
It can be initialized and two atomic operations are possible with semaphore;
they are wait and signal.

3.7 SELF ASSESSMENT QUESTIONS AND
EXERCISES

Short-Answer Questions

1. Write a short note on three techniques used for transferring data between
memory and I/O devices.

2. Which type of interrupts Programmable Interrupts Controller (PIC) handles?

3. State the features of Interrupt Service Routine (ISR).

4. Differentiate between program-controlled branching and CPU-forced
branching.

5. Which methods are used to determine what condition is causing interrupts?

6. In which situation several processes access and manipulate the same data
concurrently and the outcome of the execution depends on the particular
order?

7. In which segment of code the process may change common variables, update
tables, write into files?

8. What is the use of interprocess communication?

9. Define race condition.

Long-Answer Questions

1. What is interrupts? How it is handled by an OS?

2. In Operating System (OS) where interrupts are mainly used?

3. Elaborate the basic operations of interrupts service.

4. Explain the required steps to handle an interrupts.



NOTES

Self-Instructional
Material 65

Interrupts and
Interprocess

Communication

5. Illustrate the features of Interrupts Service Routine (ISR).

6. Classify the ways of process communication in message passing systems.

7. What is critical section problem? What are the requirements that a solution
to the critical section must satisfy?

8. What will be the sequence of execution of send () and receive () calls in
both cases?

9. Describe in detail various possibilities with blocking and non-blocking
communication.

10. Write short notes on:

(i)  Hardware interrupts

(ii)  Causes of interrupts

(iii) Program-controlled branching
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4.0 INTRODUCTION

In computer science, mutual exclusion is a property of competition control
developed for the purpose of avoiding the conditions of race. The requirement is
that one execution thread never enters its critical section at the same time that
another execution concurrent thread enters its own critical section, which refers to
an interval of time during which an execution thread, such as shared memory,
accesses a shared resource.

This problem (called a race condition) can be avoided by using the mutual
exclusion rule to ensure that no simultaneous changes can occur to the same section
of the list.

The issue raised by mutual exclusion is a resource sharing problem: how
can a software system control the access of multiple processes to a common
resource, when each process needs exclusive control of that resource while doing
its job. The mutual-exclusion approach to this only makes the shared resource
accessible when the process is in a particular segment of code called the critical
section. By managing each collective execution of the portion of its programme
where the resource can be used, it manages access to the shared resource.

Most mutual exclusion algorithms are constructed with the assumption that
there is no failure while a process is running within the critical segment. In fact,
however, such failures can be common place. A sudden loss of power or defective
interconnection, for example, may cause a process to encounter an unrecoverable
error in a critical section or otherwise be unable to proceed. If such a failure
occurs, traditional mutual exclusion algorithms that are non-failure-tolerant can
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recovery mechanisms have been proposed to deal with this problem.

A variety of mutual exclusion algorithms, with different performance
parameters and different techniques, are available in the literature. A key point is
the selection of a’ nice’ mutual exclusion algorithm. It is possible to broadly divide
these mutual exclusion algorithms into token-based and non-token-based
algorithms.

In this unit, you will study about the basic concepts of Mutual Exclusion and
implementation of mutual exclusion primitives.

4.1 OBJECTIVES

After going through this unit, you will be able to:

  Introduce the basic concepts of mutual exclusion

  Elaborate on the concepts of mutual exclusion process in detail

  Discuss about the requirements for mutual exclusion

  Provide an overview of problems occurred in mutual exclusion

  Explain the implementation of mutual exclusion

4.2 MUTUAL EXCLUSION

Mutual exclusion is a function of competition regulation, which is set up for the
purpose of eliminating race conditions. It is the requirement that one execution
thread never enters its critical section at the same time as another execution
concurrent thread enters its own critical section, referring to an interval of time
during which an execution thread, such as shared memory, accesses a shared
resource.

Processes waiting to enter the critical section use the CPU to keep checking
if they can enter their critical section. The act of using the CPU to repeatedly
check for entry to the critical section is called busy waiting. To avoid busy waiting,
resources are created to enforce mutual exclusion and make them accessible by
the operating system. Processes waiting to enter a critical section will be put in the
blocked state, such as they waited for I/O so that other processes can continue
doing useful work. Mutual exclusion makes sure that concurrent process access
shared resources or data in a serialized way. If a process, say P

i
, is executed in its

critical section, then no other processes can be executing in their critical sections,
for example updating a Deadlock Buffer (DB) or sending control signals to an
Input/Output (I/O) device. Following are the requirements for mutual exclusion:

 A process must not be delayed access to a critical section when there is
no other process using it.
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 No assumptions are made about relative process speeds or number of
processes.

 A process remains inside its critical section for a finite time only.

 Only one process at a time is allowed in the critical section for a resource.

 A process that halts in its noncritical section must do so without interfering
with other processes.

 No deadlock or starvation is allowed.

 A process must not be delayed access to a critical section when there is
no other process using it.

 No assumptions are made about relative process speeds or number of
processes.

 A process remains inside its critical section for a finite time only.

The most powerful method available for mutual exclusion is the disabling of
interrupts. Such a lock guarantees exclusive access to the CPU is coded in C
language as follows:

funcA ()

 {

    int lock = intLock();

 ……

/* critical region of code that cannot be interrupted */

   ……

  intUnlock (lock);

}

Following code is required for hardware support including test and set instruction
for mutual exclusion:

/* Program Mutual Exclusion for test and set instruction
*/

const int n = /* Number of processes starts*/;

int bolt;

void P (int i)

{

          while (true)

          {

           while (!testset (bolt))

                /* Do not perform operation */

               /* Critical Section */

                 bolt = 0;
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    }

}

void main()

{

          bolt =0;

          parbegin (p(1), p(2), …, p(n));

}

Following C code is required for hardware support including exchange instruction
for mutual exclusion:

/* Program Mutual Exclusion for exchange instruction */

int const n = /* Number of processes starts*/;

int bolt;

void P (int i)

{

          int keyi;

          while (true)

          {

            keyi =1;

              while (keyi !=0)

              exchange(keyi, bolt);

                /* Critical Section Begins*/

                   exchange(keyi, bolt)

                /* If remainder returns*/

          }

}

void main()

{

          bolt =0;

          parbegin (p(1), p(2), …, p(n));

}

The mutual exclusion problem involves an analytic mode to solve the problem
which usually means a solution technique. This process allows writing a functional
relation between system parameters and a chosen performance measure in terms
of processes that are analytically or numerically solvable. It supports queuing theory
for various resources, such as CPU, memory, I/O channels and devices. A major
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function of operating system is to manage the use of resources among many
programs.

Fig. 4.1 IPC at Process Level

In Figure 4.1, it is shown that the three processes are controlled in assembled
operating system through IPC. These operating system processes are set at operating
system level whereas all the processes are set at process level. Figure 4.2 represents
the concept how two process mutual exclusion can take place in the operating
system. Here, Process A and Process B maintain a message queue through
three methods namely, ReceiveMessage(); , UseFile(); and
SendMessage ();.The processes are decided after getting the received
messages. These received messages are collected in the process which is used in
method UseFile. The last message is sent to the clients. This concept can be
understood with the help of example.

Fig. 4.2 Mutual Exclusion Process

Let us say the messages are solved at the user-level but the mutual exclusion is
needed to be implemented at the operating system level. So, this step is considered
to reduce a problem in a special case. For example, all the commands and events
which used at command prompt are not easy to remember but this problem can
be solved if use Help menu or Help command for specific command of the running
application. The reentrant programs are the two threads that execute the same
code simultaneously. The programs are not thread safe if programs with embedded
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embedded data and allocated them for each execution. Recent versions of
Microsoft Disk Operating System (MS DOS) are not reentrant but in the object
oriented programs the data area of each object is allocated as heap store therefore
they are automatically thread safe which means reentrant. A model is required to
represent the system. The model could be an equation, a simulation, etc. It is used
to generate the idea whether the system is useful to validate the data or not. The
operating system receives two queues for non-blocking heap which uses threads
or processes by using scheduler thread facility. If mutual exclusion is added, either
the disable interrupts function is implemented or exchanged word instruction. Adding
monitors are taken as extra option. Reusable patterns are considered as a typical
problem with a confirm solution. A model is required to represent the system. The
model could be an equation, a simulation, etc. It is used to generate the idea
whether the system is useful to validate the data or not. The OS receives two
queues for non-blocking heap that uses threads or processes by using ‘scheduler
thread’ facility. A general problem defined in OS can be taken as more than once
whereas a solution is given as to work well with the system. For example, IPC
provides a typical way to use IPC and design pattern which arranges the objects
to solve common problems and in frameworks skeleton code is used to solve
common problems. The all IPC patterns are set in OS in that way that processes
do not fail at critical times but sometimes processes do fail in networks. The solutions
are hard but the portability is reduced if a single process failure that can cause the
entire system to fail. To overcome this problem, fault tolerant server system is
used. This mechanism can be referred to as adding a new facility to the system.
Figure 4.3 displays the mutual exclusion example in which a subroutine is broken
down into the four parts known as remainder, entry, critical and exit.

Fig. 4.3 Problem Occurred in Mutual Exclusion

The mutual exclusion problem was first described and solved by Dijkstra algorithm.
The four parts in the Figure 4.3 represents the various stages which return to
remainder. In the all four stages, the execution cycle takes place in the processor.
The remainder basically represents the non-critical section in which code does not
call separate objects. The entry stage refers to the mutual exclusion solution if,
problem occurs. The call (… separate objects …) function provides



Mutual Exclusion

NOTES

Self-Instructional
72 Material

the algorithm that uses actual arguments to call. This stage is known as critical
section which contains some code to protect the mechanism of mutual exclusion.
For this, separate calls are attempted for separate objects. The exit stage is executed
by writing the code which helps to free the resources. These resources are obtained
exclusively and hence obtained in almost each section including one-level and two-
level implementation. The role of system calls is here to solve the problem of mutual
exclusion. These are special machine instructions that cause an interrupt by
syscall, trap and svc commands. These are assembly language functions
and not generated by High Level Languages (HLLs). If process makes a system
call, the operating system calls a scheduler thread that is implemented in kernel.
The following code shows how system calls happen in various OS:

int load_hdr(char *name, char buf)

{

  int fd;

    fd = open(name, O_RDONLY);

       if(fd<0)

         {

               return(fd);

               n = read(fd,buf,HDR_SIZE);

               close(fd);

               return(n);

         }

}

In the above code, the file is opened for reading. The open() system call returns
the returns an integer file descriptor that is used for calling the other file related to it.
In the read() system call, the OS is requested  to copy data from file to memory
space at the location buf whereas parameter fd is the file name that has to be
read and the third parameter HDR_SIZE is denoted by number of bytes of file.

Check Your Progress

1. Define the term mutual exclusion.

2. What is busy waiting?

3. Write the method available for mutual exclusion.

4. Which mode involves in solving mutual exclusion?

5. How to controlled IPC process level for mutual exclusion?

6. Program is thread safe or not?
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4.3 IMPLEMENTING MUTUAL EXCLUSION

PRIMITIVES

It must implement mutual exclusion: only one process can be in the critical section
at a time.

Peterson’s algorithm is a concurrent programming algorithm for mutual
exclusion that allows two or more processes to share a single-use resource without
conflict, using only shared memory for communication.

Problem: Given 2 processes I and j, you need to write a programme that
can guarantee mutual exclusion between the two without any additional hardware
support.

Solution: There may be many ways to solve this problem, but most of
them need additional hardware support. Using Peterson’s Algorithm for mutual
Exclusion is the easiest and most common way to do this. It was invented by
Peterson in 1981, while Theodorus Jozef Dekker, who created Dekker’s algorithm
in 1960, which was later improved by Peterson and became known as Peterson’s
Algorithm, did the initial work in this direction.

Peterson’s algorithm (or Peterson’s solution) is a simultaneous mutual
exclusion programming algorithm that allows two or more conflict-free processes
to share a single-use resource, using only shared communication memory.

Peterson’s Algorithm

The algorithm uses two variables, flag and turn. A flag[n] value of true indicates
that the process n wants to enter the critical section. Entrance to the critical section
is granted for process P0 if P1 does not want to enter its critical section or if P1
has given priority to P0 by setting turn to 0.

bool flag[2] = {false, false}; 
int turn; 

 

P0: flag[0] = true; 
P0_gate: turn = 1; 
 while (flag[1] == true && turn == 
1) 
 { 
 // busy wait 
 } 
 // critical section 
 ... 
 // end of critical section 
 flag[0] = false; 

P1: flag[1] = true; 
P1_gate: turn = 0; 
 while (flag[0] == true && turn 
== 0) 
 { // busy wait 
 } 
 // critical section 
 ... 
 // end of critical section 
 flag[1] = false; 
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The algorithm satisfies the three essential criteria to solve the critical section
problem, provided that changes to the variables turn, flag [0], and flag [1] propagate
immediately and atomically. The while condition works even with pre-emption.

The three criteria are mutual exclusion, progress, and bounded waiting.

Since turn can take on one of two values, it can be replaced by a single bit,
meaning that the algorithm requires only three bits of memory.

Check Your Progress

7. Who was described mutual exclusion problem first?

8. Why Peterson’s algorithm implement?

4.4 ANSWERS TO CHECK YOUR PROGRESS
QUESTIONS

1.  Mutual exclusion is a function of competition regulation, which is set up for
the purpose of eliminating race conditions.

2. Processes waiting to enter the critical section use the CPU to keep checking
if they can enter their critical section. The act of using the CPU to repeatedly
check for entry to the critical section is called busy waiting.

3. The most powerful method available for mutual exclusion is the disabling of
interrupts.

4.  The mutual exclusion problem involves an analytic mode to solve the
problem which usually means a solution technique.

5. Three processes are controlled in assembled operating system through IPC.
These operating system processes are set at operating system level whereas
all the processes are set at process level.

6.  The program is not thread safe.

7.  The mutual exclusion problem was first described and solved by Dijkstra
algorithm.

8.  The Peterson algorithm is a simultaneous mutual exclusion programming
algorithm that allows two or more processes to share a single-use resource
without conflict, using only shared communication memory.

4.5 SUMMARY

 Processes waiting to enter the critical section use the CPU to keep checking
if they can enter their critical section. The act of using the CPU to repeatedly
check for entry to the critical section is called busy waiting.
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Mutual Exclusion To avoid busy waiting, resources are created to enforce mutual exclusion
and make them accessible by the operating system.

 Mutual exclusion is a concurrency control property which is introduced
to prevent race conditions. It is the requirement that a process cannot enter
its critical section while another concurrent process is currently present or
executing in its critical section, i.e., only one process is allowed to execute
the critical section at any given instance of time.

 A process must not be delayed access to a critical section when there is no
other process using it.

 No assumptions are made about relative process speeds or number of
processes.

 A process remains inside its critical section for a finite time only.

 Only one process at a time is allowed in the critical section for a resource.

 A process that halts in its noncritical section must do so without interfering
with other processes.

 No deadlock or starvation is allowed.

 A process must not be delayed access to a critical section when there is no
other process using it.

 No assumptions are made about relative process speeds or number of
processes.

 The mutual exclusion problem involves an analytic mode to solve the problem
which usually means a solution technique. This process allows writing a
functional relation between system parameters and a chosen performance
measure in terms of processes that are analytically or numerically solvable.

 Three processes are controlled in assembled operating system through IPC.
These operating system processes are set at operating system level whereas
all the processes are set at process level.

 Processes waiting to enter the critical section use the CPU to keep checking
if they can enter their critical section. The act of using the CPU to repeatedly
check for entry to the critical section is called busy waiting.

 The programs are not thread safe if programs with embedded data are not
re-entrant.

 If mutual exclusion is added, either the disable interrupts function is
implemented or exchanged word instruction. Adding monitors are taken as
extra option.

 To avoid busy waiting, resources are created to enforce mutual exclusion
and make them accessible by the operating system. Processes waiting to
enter a critical section will be put in the blocked state, such as they waited
for I/O so that other processes can continue doing useful work.
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 The most powerful method available for mutual exclusion is the disabling of
interrupts.

 The OS receives two queues for non-blocking heap that uses threads or
processes by using ‘scheduler thread’ facility. A general problem defined in
OS can be taken as more than once whereas a solution is given as to work
well with the system.

 The mutual exclusion problem was first described and solved by Dijkstra
algorithm.

 Only one process can be in the critical section at a time.

4.6 KEY WORDS

 New state: A process is said to be in a ‘new’ state if it is being created for
the first time.

 Process: A process is the instance of a computer program that is being
executed by one or many threads. It contains the program code and its
activity.

 Ready state: A process is said to be in a ‘ready’ state if it is ready for the
execution and waiting for the CPU to be allocated to it.

 Running state: A process is said to be in a ‘running’ state if CPU has been
allocated to it and it is being executed.

 Waiting state: A process is said to be in a ‘waiting’ state if it has been
blocked by some event.

 Bounded-buffer problem: In case of bounded buffer, the producer-
consumer problem is also known as bounded- buffer problem.

4.7 SELF ASSESSMENT QUESTIONS AND
EXERCISES

Short-Answer Questions

1. Elaborate the term of mutual exclusion with example.

2. Why mutual exclusion is required?

3. State the definitions of mutual exclusion problem.

4. Write the C code for hardware support including exchange instruction for
mutual exclusion.

5. Which method is available for mutual exclusion?
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Mutual ExclusionLong-Answer Questions

1. Describe the requirements for mutual exclusion with the help of illustration
and example.

2. Briefly illustrate the mutual exclusion process.

3. How to occurred problem for mutual exclusion with the help of a diagram?

4. Write a code which shows how system calls happen in various OS.

5. Briefly describe the Peterson’s Algorithm.

6. Elaborate briefly an analytic mode to solve the mutual exclusion problem.
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PROBLEM AND
SEMAPHORES

Structure

5.0 Introduction
5.1 Objectives
5.2 Critical Section Problem

5.2.1 Software Solutions for Critical Section Problem
5.2.2 Hardware Solutions for Critical Section Problem
5.2.3 Mutual Exclusion Algorithms

5.3 Semaphores: Definition
5.4 Answers to Check Your Progress Questions
5.5 Summary
5.6 Key Words
5.7 Self Assessment Questions and Exercises
5.8 Further Readings

5.0 INTRODUCTION

In a multiprocessing (a job executed as multiple processes) and a multithreaded
environment, processes or threads have to cooperate in their execution while using
shared resources like shared memory buffers. Cooperating processes or thread
execution can affect or be affected by other processes/threads. So there should
be some way to synchronize their execution to use shared resources; otherwise,
unexpected errors may occur.

Concurrent access to shared resources can result in unintended or incorrect
actions in concurrent programming, so areas of the program where the shared
resource is accessed need to be secured in ways that prevent concurrent access.
The critical segment or critical area is this safe portion. It cannot be implemented
at one time by more than one operation. Usually, a shared resource, such as a data
structure, a peripheral computer, or a network link, is accessed by the critical
portion, which does not function properly in the case of multiple concurrent accesses.

The segment is known as a critical section if more than one method accesses
the same code segment. The critical section includes shared variables or resources
that are expected to be synchronised in order to preserve data variable consistency.

In simple terms, a critical section is a collection of instructions/statements or
code region that must be executed atomically (read this post for atomicity), such
as accessing a resource (file, input or output port, global data, etc.).
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It is important to understand the significance of race condition when writing
kernel mode programming (a device driver, kernel thread, etc.). Since the
programmer can access and change the structures of kernel data directly.

A semaphore is a vector or abstract data type used in a concurrent system
such as a multitasking operating system to manage access to a shared resource by
multiple processes and avoid critical section issues. A trivial semaphore is a simple
variable that, depending on programmer-defined conditions, is modified (for
example, incremented or decremented or toggled).

In this unit, you will study about the software solution to the mutual exclusion
problem, hardware solution to mutual exclusion problem and semaphore.

5.1 OBJECTIVES

After going through this unit, you will be able to:

 Describe the critical section problem

 Know about the producer-consumer problem

 Explain the requirements for solving critical section problem

 Describe the hardware and software solutions for critical section problem

 Understand the mutual exclusion algorithm

 Discuss about the semaphore

5.2 CRITICAL SECTION PROBLEM

A critical section is typically used when a multi-threaded program must update
multiple related variables without a separate thread making conflicting changes to
that data. In a related situation, a critical section may be used to ensure that a
shared resource, for example, a printer, can only be accessed by one process at a
time.

In a multiprocessing (a job executed as multiple processes) and a
multithreaded environment, processes or threads have to cooperate in their
execution while using  shared resources like shared memory buffers. Cooperating
processes or thread execution can affect or be affected by other processes/ threads.
So there should be some way to synchronize their execution to use shared resources;
otherwise, unexpected errors may occur.  We will illustrate the problem using  the
classical  producer-consumer synchronization problem for sharing buffers. The
following discussion applies equally to threads and processes.
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Producer-Consumer Problem

The classical producer-consumer synchronization problem is shown in Figure 5.1.

In

Out
Buffer

Producer
process

Consumer
process

while (true) {
   //produce and item in nextProduced
   while(count==BUFFER-SIZE); // do nothing
   buffer[in] = nextProduced;
   in = (in + 1)% BUFFER-SIZE;
   count++;
}

while (true) {
   while (count==0); // do nothing
   nextConsumed = buffer[out];
   out = (out + 1)% BUFFER-SIZE
   count--;
   // consume the item in nextConsumed
}

.

.

.

Fig. 5.1 Producer-Consumer Problem

There are two processes, one called producer process and the other called
consumer process. Buffer-size is the number of buffers available for placing items
(data). The producer process produces items (data) and  places them into empty
buffers. The consumer process takes the item from the occupied buffers  and does
some processing. The next empty buffer is indicated by an In pointer and the next
item (buffer) to be consumed is indicated by the Out pointer. There is a variable
count to indicate the number of full buffers at any time.

The codes executed by the Producer and Consumer processes for the
synchronization of  buffer accesses are given below:

Producer Process
while (1) {

/*  produce an item and place in nextItem  */

      while (count == BUFFER-SIZE) ; /*wait for one
empty buffer*/

      buffer [In] = nextItem;

      In = (In + 1) % BUFFER-SIZE;

      count++;

}

Consumer Process
while (1)  {

while (count == 0) ;     /*wait for at least one full
buffer*/

        NextItemConsumed =  buffer[Out];

        Out = (Out + 1) % BUFFER_SIZE;

         count—;

         /* consume the item in nextItemConsumed */

}
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The producer should check for finding an empty buffer before placing an
item into it. It places the item to the buffer indicated by In pointer. The producer
then makes the In variable point  to the next empty buffer and increments the
number of  full buffers (count).

The consumer should check for the availability of any item not yet consumed
before transferring the item pointed to by the Out pointer. Zero value of count
indicates that there is no new item in the buffer. Consumer then increments the Out
pointer and decrements the number of full buffers (count).

This count variable is updated by the producer and the consumer processes.
What will happen if both the processes try to update the Count at the same time?

The increment operation, count++ of the producer is implemented by  the
following machine codes:

register1 = count

register1 = register1 + 1

count = register1

The decrement operation, count – – of the consumer is implemented by the
following machine codes:

register2 = count

register2 = register2 - 1

count = register2

In a multithreaded/ processing system, the increment and decrement operations
may get interleaved due to time-out interruptions. Consider the interleaving of the
above execution, initially with a value of count = 8. The producer increments once
and the consumer decrements once, but the execution is interleaved as given below:

S0: producer execute register1 = count; //{register1 = 8}

S1: producer execute register1 = register1 + 1; //{register1
= 9}

S2: consumer execute register2 = count; // {register2 =
8}

S3: consumer execute register2 =register2 –1; // {register2
= 7}

S4: producer execute count = register1; // {count = 9 }

S5: consumer execute count = register2; // {count = 7}

The result we got is 7 instead of the actual result 8. So, the result of execution
(the value of count) depends upon the way they are interleaved.

This is called race condition. The wrong value obtained is due to interleaved
execution of increment and decrement operations on a shared variable. You would
have got the correct value, if all the three instructions required for increment
(or decrement) were executed without any interruption.

Java language provides a keyword synchronized to solve this race
condition. Such language-based support is not available in the lower-level languages.
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These are to be implemented mostly using basic programming primitives, even though
some systems support hardware instructions for the same to build the solutions
easily.

The above-described problem is known as a Critical Section (CS) problem in
computer science. Here, critical section means the code that is used to access the
shared data structures by more than one process or thread normally in cooperated
multitasking or multiprocessing or multithreaded computation.

Requirements of Solutions to CS Problem

A good acceptable solution to critical section problem must satisfy the following
requirements:

Mutual exclusion: At a time only one process/thread is allowed to execute
the critical section code. In other words, processes/threads must execute critical
sections in  a mutually exclusive fashion.

Progress requirement: When no process/thread is executing in the critical
section, only processes/threads waiting for entry to the critical section should decide
which one should enter the critical section next. This decision should be taken in
such a way as to ensure progress in  execution.

Bounded waiting: Processes/threads must be allowed to enter the critical
section in bounded time or without any starvation.

Following is the basic scheme proposed for the solutions of a critical section
problem:

The code of each of the processes must be structured or sectioned as in this
basic scheme.

Repeat

{

/* place entry section code */

entry section

/* place critical section code */

critical section

 /* place exit section code */

exit section

 /* place remainder section code */

remainder section

}

until false;

The purposes of each of the sections are explained as below.

Entry Section:  This code is the same for all processes wishing to enter CS
for sharing the same data structure. This is the code that any process/thread must
execute before entry to the critical section code. This code  must verify that there is
no process currently executing in critical section code and must also ensure the
progress and bounded waiting requirements in conjunction with the exit section
code.
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Critical Section:  This code may be the same or different for different
processes. This stands for the code that accesses the shared data structures: for
example, the code for incrementing or decrementing count variable in producer-
consumer problem. At a time only one process can execute this code. That is, when
a process is executing this code no other process will be allowed to execute this
code.

Exit Section: This code is the same for all processes wishing to use CS for
sharing the same data structure. The code is executed when processes leave CS.
This may be to change the flag to indicate that the process that entered CS has
finished executing CS and is not in CS.

Remainder Section:  This is the code specific to  the application’s processing.
That is, it is different for each of the processes.

There are two classes of solutions for CS problem, one using software and
the other using special hardware instructions. In the next two subsections, we will
examine some solutions to critical section problem in both of these classes.

5.2.1 Software Solutions for Critical Section Problem

Two Process Solutions

Solution 1: Following in the solution.
int turn = 0;        /* shared control variable */

//Code structure for Process Pi, i is 0 or 1

//start entry section

while (turn != i);  /* busy wait: while loop goes on
executing as long as turn is not equal to i. This is the
entry section code */

Critical Section (CS) code for Pi;

turn = 1 - i;   /* exit section code*/

Remainder Section code for Pi

Pros and Cons

Mutual exclusion requirement is guaranteed in the above solution, but progress and
bounded wait requirements are not satisfied. For the solution to work properly, the
processes should enter the critical section alternately. That is, if the first process
that exits from CS sets the turn to that of the other process, the other process should
then enter CS before the first process can again enter it. Suppose the second process
does not need entry again for a long time, then the first process must wait on the
Entry section. That is, a process that is not waiting for entry to CS is deciding when
the other process should enter CS, thus violating progress requirement. Also, if one
of the processes terminates execution, the other cannot enter CS, thus violating
bounded waiting requirement.

Solution 2: In this solution, the strict alternation requirement of Solution 1 is
removed.

int flag[2] = { FALSE, FALSE }; /* true value of flag[i]
tells that Pi is executing in its CS */
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// Structure of Pi

//enter entry section

while (flag[1 - i]) ; /*  entry section code*/

flag[i] = TRUE;      /*  entry section code*/

// enter CS

Critical Section code for Pi;

flag[i] = FALSE;  /* Exit section code */

Remainder Section code for Pi

Pros and Cons

1. When both the flags are false, two processes trying for entry to CS
simultaneously can  win entry to  CS at the same time. So, mutual exclusion
is violated.

2. Progress is satisfied.

3. Bounded wait is also satisfied.

Solution 3: This solution tries to enforce mutual exclusion.
int flag[2] = { FALSE, FALSE }; /* true value of flag[i]
tells that Pi is executing in its CS */

// Structure of Pi

//enter entry section

flag[i] = TRUE;      /*  entry section code*/

while (flag[1 - i]) ; /*  entry section code*/

// enter CS

Critical Section code for Pi;

flag[i] = FALSE;  /* Exit section code*/

Remainder Section code for Pi

Pros and Cons

1. The above solution satisfies  mutual exclusion, but

2. The progress requirement is violated. If both the flags are set, both the
processes will be executing in  entry section forever without winning entry
to CS. This is deadlock situation.

3. Also, the solution does not satisfy bounded wait requirement.

Solution 4: This solution tries to eliminate the deadlock situation in Solution 3.
int flag[2] = { FALSE, FALSE }; /* true value of flag[i]
tells that Pi wishes to enter its CS  */

/* Structure of Pi */

/*enter entry section */

flag[i] = TRUE;       /* entry section*/

while (flag[1 - i]){    /*entry section*/
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       flag[i]=FALSE;

       delay(); /*makes process pi sleep for a fixed
duration*/

       flag[i]=TRUE;

 }

/*enter CS */

Critical Section code for Pi;

flag[i] = FALSE;  /* Exit section code*/

Remainder Section code for Pi

Pros and Cons

1. Guarantees mutual exclusion requirement.

2. Violates progress requirement.

3. Violates bounded wait.

Peterson’s Algorithm
int flag[2] = { FALSE, FALSE }; /* true value of flag[i]
tells that Pi wishes entry to its CS  */

int turn =0; /* turn= I tells that process I has priority
to enter CS. Initially priority is given to process 0 */

/*Structure of Pi */

/* enter entry section */

flag[i] = TRUE;            /* entry section*/

Turn =1 – i;     /* Pi gives priority to the other process
Pj, j=1-i */

while ((flag[1 - i]) && (turn== 1-i));     /* busy wait*/

/* enter CS */

Critical Section code for Pi;

flag[i] = FALSE;  /* Exit section code*/

Remainder Section code for Pi

Pros and Cons: This solution satisfies all the requirements for the critical
section problem.

Multiple Process Solution

A popular multiple process solution is the  Bakery algorithm  for  n process solution.
The solution is given below:

int choosing[NPROCS] = { FALSE, FALSE, FALSE,… } ;

int number[NPROCS] = { 0,0,0,… };

/* Structure of Pi */

/*enter entry section */

choosing[i] = TRUE;

number[i] = max(number) + 1;

choosing[i] = FALSE;

for (j = 0; j < NPROCS; j++) {
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   while (choosing[j])   ; /* busy wait */

   while ((number[j] != 0 && (number[j] < number[i] ||

           number[j] == number[i] && j < i) ))    ;   /*
busy wait */

}

/* enter CS */

Critical Section code for Pi;

number[i] = 0;  /* Exit section code*/

Remainder Section code for Pi

5.2.2 Hardware Solutions for Critical Section Problem

There are two common methods for hardware solutions:

 Disabling interrupts so that mutual exclusion can be achieved easily as there
will not be any interrupt to pre-empt the currently executing process from
CS.

 By using special hardware instructions, if provided by the hardware.

These two hardware solutions  are described below.

Disabling Interrupts

The two primitive functions required are as follows:

mutexbegin()

{

   disable_ints;

}

mutexend()

{

   enable_ints;

}

Before entry to critical section, disable interrupts by calling mutexbegin().
After exiting from critical section code call mutexend().

Drawback: Disabling interrupts for long periods of time leads to under
utilization of resources.

Special Machine Instructions

Many machines provide at least one of the following special hardware instructions
to help in the solution of CS problem:

 Test-and-set instruction

 Swap instruction

 Fetch-and-increment instruction

Any of these may be used for the solution of CS problems. The following will
describe the solutions using test-and-set and swap instructions.
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Test-and-Set Instruction

Text-and-Set or TS instruction provides a direct hardware support to mutual
exclusion. It allows only one concurrent process to enter the critical section. It is
able to make the programming task easier. It also improves the efficiency of the
system.

The critical-section problem can be solved simply in a uniprocessor
environment if you are able to prevent the occurrence of interrupts during the
modification of a shared variable. Hence, the current sequence can be allowed to
be executed without pre-emption. This is the approach taken by non-pre-emptive
kernels.

Unfortunately, this solution is not feasible in a multiprocessor environment.
Message passing to all the processors could be time-consuming in case of disabling
the interrupts in a multiprocessor environment. As entry into the critical section is
delayed due to such a message passing, the efficiency of the system decreases.

Therefore, many modern systems provide a special hardware support which
helps in testing and modifying the content of a word or in swapping the contents of
two words automatically.

This mechanism sets the global variable to 0, which indicates that the shared
resource is available for being accessed. Each process has to execute the TS
instruction in order to use the resource available with a control variable as an operand.
As a principle, TS takes one operand, the address of the control variable or a register,
which may act as a semaphore.

You can implement the wait operation on the semaphore variable S using TS
instruction set. However, it is possible only in case of the availability of the set with
the supporting hardware.

Test-and-Set instruction:

boolean TestAndSet (int S) {

if (S == 0) {

S = 1;

return true;

}

else {

return false;

}

The importance of these instructions is that it executes automatically. Thus, if
two TestAndSet () instructions are executed simultaneously (each on a different
CPU), they will be executed sequentially in some arbitrary order.



Mutual Exclusion
Problem and
Semaphores

NOTES

Self-Instructional
88 Material

Advantages

The advantages of the TS instruction are as follows:
 It is applicable to any number of processes on either a single processor or

multiple processors sharing main memory.
 It is simple and, hence, easily verifiable.
 It can be used to support multiple critical sections.

Disadvantages

The disadvantages of the TS instruction are as follows:
 Busy-waiting consumes a lot of the processor’s time.
 Starvation may occur if a process leaves a critical section and there are

more than one processes in waiting.
 It results in deadlocks.

If a low-priority process has the critical region and a high-priority process
needs the higher priority process then it will obtain the processor to wait for the
critical region.

CS Problem solution with test-and-set instruction:

           boolean  lock=  false; /* lock is a shared
variable*/

        /*Process Pi:*/

        while (true) {

            while ( TestAndSet (&lock )) ;/* waits if
lock is 1*/

               /* enter CS */

                Critical Section code for Pi;

                lock = FALSE;  /* Exit section code*/

                Remainder Section code for Pi

           }

Swap Instruction

Swap instruction exchanges the contents of two memory variables atomically. The
algorithm for swap is given below.

void Swap (boolean *a, boolean *b)/* exchange contents of
a and b atomically*/

             {

                  boolean temp = *a;

                  *a = *b;

                  *b = temp;

             }
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CS Problem solution with swap Instruction
       boolean  lock=  false; /* lock is a shared variable*/

    //Process Pi:

      /* each process defines a local boolean variable,
key*/

    boolean key=FALSE;

    while (true) {

         key =TRUE;

         while ( key==TRUE) swap(&lock, &key) ; /* busy
wait*/

            // enter CS

            Critical Section code for Pi;

            lock = FALSE;  /* Exit section code*/

             Remainder Section code for Pi

     }

Fetch-and-Increment Instruction

Fetch-and-increment is another hardware instruction that is executed atomically.
The algorithm of the above instruction is as given below:

int FAI(int& val)

{

   return val++;   // Performed atomically.

}

5.2.3 Mutual Exclusion Algorithms

In a multiprogramming environment, while one process is executing the shared
variable, all other processes wishing to do so at the same time moment should be
kept waiting; while that process is done executing the shared variable, one of the
processes waiting to do so should be allowed to proceed. In this manner, each
process that is executing the shared variables prohibits all others from doing so
concurrently. This is called mutual exclusion. But, mutual exclusion needs to be
enforced only when processes access shared modifiable data, i.e., when processes
are performing operations that do not conflict with one another they should be
allowed to proceed simultaneously.

Mutual exclusion or mutex algorithms are used in concurrent programming
to avoid the concurrent use of a common resource, such as a global variable, by
pieces of computer code called critical sections. There are both software and
hardware solutions for enforcing mutual exclusion. The software solutions for mutual
exclusion are Dekker’s algorithm, Peterson’s algorithm, Lamport’s algorithm, and
Eisenberg and McGuire’s algorithm.
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Dekker’s Algorithm

This algorithm is the first correct solution proposed for the two-process case. It
was initially developed by Dekker. Dijkstra applied it to the critical section problem.
In this algorithm, both the turn variable and the status flags are combined in a
careful way. The entry protocol begins as follows:

The requesting process sets the flag and then checks the neighbor’s flag.

If that flag is also set, the turn variable is used. There is no progress problem
now because we know that the other process is either in its critical section or entry
protocol.

If it is the turn of the requesting process, it waits for the flag of the other
process to clear. No process will wait indefinitely with its flag set.

If the turn belongs to the other process the requesting process waits, but
clears its flag before waiting to avoid blocking the other process. When the turn is
given to the requesting process, it resets the flag and proceeds.

Initialization

typedef char boolean;

...

shared boolean flags[n-1];

shared int turn;

...

turn = i ;

...

flags[i] = FREE;

...

flags[j] = FREE;

...

Entry Protocol

/* claim the resource */

flags[i] = BUSY;

/* wait if the other process is using the resource */

while (flags[j] == BUSY) {

/* if waiting for the resource, also wait our turn */

if (turn != i ) {

/* but release the resource while waiting */

flags[i] = FREE;
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while (turn != i ) {

}

flags[i] = BUSY;

}

}

Exit Protocol

/* pass the turn on and release the resource */

turn = j ;

flags[i] = FREE;

Analysis: The mutual exclusion requirement is certain to be met. No process will
go into its CS without setting its flag. Every process checks the other’s flag after
setting its own. If both are set, the turn variable is used to allow only one process
to continue. The progress requirement is also certain. The turn variable is only
considered when both processes are either using or trying to use the resource.

Deadlock is not possible. No process waits with its flag continuously set
and one process always has the turn. The process with the turn will (ultimately)
discover the other flag free and will proceed.

Finally, bounded waiting is assured. Suppose Process j exits its CS and
re-enters immediately while Process i  is waiting. Then the turn has been given to
Process i, and the flag of Process i is set. Process j will clear its flag and wait,
and Process i will proceed.

Peterson’s Algorithm

This algorithm was developed by Peterson. Peterson developed and proved
versions of his algorithm for both the 2-process case and the N-process case. In
this algorithm, both the turn variable and the status flags are used, as in the case of
Dekker’s algorithm.

Initialization

typedef char boolean;

...

shared boolean flags[n-1];

shared int turn;

...

turn = i ;

...

flags[i] = FREE;

...

flags[j] = FREE;

...
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Entry Protocol

/* claim the resource */

flags[i] = BUSY;

/* give away the turn */

turn = j ;

/* wait while the other process is using the resource
and has the turn */

while ((flags[j] == BUSY) && (turn != i )) {

}

Exit Protocol

/* release the resource */

flags[i] = FREE;

Analysis: The mutual exclusion requirement is assured. Suppose instead that both
processes are in their critical section. Since only one can have the turn, the other
must have reached the while test before the process with the turn set its flag. But
after setting its flag, the other process had to give away the turn. The process at
the while test has already changed the turn and will not change it again, contradicting
our assumption. The progress requirement is assured. Again, the turn variable is
only considered when both processes are using or trying to use the resource.
Deadlock is not possible. If both processes are testing the while condition, one of
them must have the turn. That process will proceed. Finally, bounded waiting is
assured. When a process that has exited the CS reenters, it will give away the
turn. If the other process is already waiting, it will be the next to proceed.

Eisenberg and McGuire’s Algorithm

This is a correct solution for the N-process case developed by Eisenberg and
McGuire. The turn variable and status flags are used as in Dekker’s algorithm for
the 2-process case. The flags now have three possible values: WAITING for a
process in the entry protocol, waiting for the resource ACTIVE for a process in
the critical section, using the resource; and IDLE for other cases.

Process priority is maintained in circular order beginning with the one holding
the turn. Each process begins the entry protocol by scanning all processes from
the one with the turn up to itself. These are the only processes that might have to
go first if there is competition.

If the scan finds all processes idle, the process advances tentatively to the
ACTIVE state. However, it is still possible that another process which started
scanning later but belongs before us will also reach this state. We check one more
time to be sure there are no active processes.
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Initialization

shared enum states {IDLE, WAITING, ACTIVE} flags[n-
1];

shared int turn;

int index; /* not shared! */

...

turn = 0;

...

for (index=0; index<n; index++) {

flags[index] = IDLE;

}

Entry Protocol

repeat {

/* announce that we need the resource */

flags[i] = WAITING;

/* scan processes from the one with the turn up to
ourselves. */

/* repeat if necessary until the scan finds all
processes idle */

index = turn;

while (index != i) {

if (flag[index] != IDLE) index = turn;

else index = index+1 mod n;

}

/* now tentatively claim the resource */

flags[i] = ACTIVE;

/* find the first active process besides ourselves,
if any */

index = 0;

while ((index < n) && ((index == i) || (flags[index]
!= ACTIVE))) {

index = index+1;

}

/* if there were no other active processes, AND if we
have the turn or else whoever has it is idle, then proceed.
Otherwise, repeat the whole sequence. */
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} until ((index >= n) && ((turn == i) || (flags[turn]
== IDLE)));

/* claim the turn and proceed */

turn = i;

Exit Protocol

/* find a process which is not IDLE */

/* (if there are no others, we will find ourselves) */

index = turn+1 mod n;

while (flags[index] = IDLE) {

index = index+1 mod n;

}

/* give the turn to someone that needs it or keep it
*/

turn = index;

/* finish the process */

flag[i] = IDLE;

Peterson’s N-Process Algorithm

This is an extension of Peterson’s algorithm to the N-process case. Both status
values and turn values are used. The status array is expanded to an integer value
for each process which is used to track that process’ progress in scanning the
status of other processes. The turn value is also expanded to an integer array. Its
values represent the relative ordering for each pair of processes. Peterson’s 2-
process solution is used repeatedly in N-1 levels to eliminate at least one process
per level until only one remains.

Initialization

shared int flags[NUMPROCS];

shared int turn[NUMPROCS - 1];

int index;

for (index = 0; index < (NUMPROCS); index++) {

flags[index] = -1

}
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for (index = 0; index < (NUMPROCS-1); index++) {

turn[index] = 0;

}

Entry Protocol

/* repeat for all partners */

for (count = 0; count < (NUMPROCS-1); count++) {

flags[i] = count;

turn[count] = i;

“wait until (for all k != i, temp[k]<count) or
(turn[count] != i)”

}

Exit Protocol

/* finish the process */

flags[i] = -1;

A Novel N-Process Solution: Lamport’s Bakery Algorithm

The Bakery algorithm is a very different approach proposed by Leslie Lamport. It
is based on the ‘take-a-number’ system used in bakeries and delicatessens. A
process waiting to enter its critical section chooses a number. This number must
be greater than all other numbers currently in use. There is a global shared array of
current numbers for each process. The entering process checks all other processes
sequentially and waits for each one which has a lower number. Ties are possible;
these are resolved using process IDs.

Initialization

typedef char boolean;

...

shared boolean choosing[n];

shared int num[n];

...

for (j=0; j < n; j++) {

num[j] = 0;

}

...
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Entry Protocol

/* choose a number */

choosing[i] = TRUE;

num[i] = max(num[0], ..., num[n-1]) + 1;

choosing[i] = FALSE;

/* for all other processes */

for (j=0; j < n; j++) {

/* wait if the process is currently choosing */

while (choosing[j]) {}

/* wait if the process has a number and comes ahead
of us */

if ((num[j] > 0) &&

  ((num[j] < num[i]) ||

  (num[j] == num[i]) && (j < i))) {

while (num[j] > 0) {}

}

}

Exit Protocol

/* clear our number */

num[i] = 0;

Check Your Progress

1. How a job is executed in a multiprocessing and multithreaded environment?

2. Explain about the producer-consumer problem.

3. State the requirements for solving the critical section problem.

4. What is the significance of exit section?

5. Why we use bakery algorithm?

6. What are the two important hardware solution used by critical section
problem?

7. State the special hardware instruction to help in the solution of critical
section problem.

8. Explain about the swap instruction.
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5.3 SEMAPHORES: DEFINITION

A semaphore is a variable or abstract data type used to control access to a common
resource by multiple processes and avoid critical section problems in a concurrent
system such as a multitasking operating system.

You have already learnt about critical section problems and to simplify the
entry section code by using test-and-set and swap instructions. However, these
solutions do not satisfy the bounded waiting requirement of the critical section
problem solutions. Moreover, threads/processes are checking the conditions of
lock in the busy wait state. This consumes costly processor cycle for doing no
useful computation. To eliminate this busy wait problem, we use a lock variable
to associate processes or threads wishing to execute a critical section code
without the busy wait. Such a lock variable or data structure is called a
semaphore. That is, semaphore variable is a synchronization tool that does not
require busy waiting. It is an integer variable with two standard atomic operations,
namely wait() and signal() (also called P and V operations) to modify
it. These atomic operations are defined as  follows:

Wait
wait( Semaphore S) {

while (S<= 0) ;  // no=op

           S—;

}

Signal
signal( Semaphore S) {

S++;

}

Depending up on the use for various purposes, we may use it as:

 Counting semaphore, where it can take any integer value.

 Binary semaphore, where it takes only two values.

Solution of CS problem with semaphores:
Semaphore S;    //  initialized to 1

wait (S);   // entry section

           Critical Section

            signal (S); // exit section

            Remainder Section

Busy Wait Implementation

In semaphore implementation, more than one process must not execute wait()
and signal() operations on the same semaphore. That is, wait() and
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signal() codes are also   critical section codes which should be executed as
per the rules for executing  a CS code.

We may use the busy waiting to enter the short CS code of  wait and signal
operations as these codes are small.  Hence, there is no noticeable  loss of efficiency
due to a busy wait. Whereas, the applications, CS code is normally long and
applications may spend a lot of time in their CS. Therefore, busy wait is not a
good solution for entry to the application CS.

We associate a queue with each semaphore for suspending the processes
which have failed to gain an entry to the CS code guarded by the semaphore. So,
each entry in the queue can have  two data items:

 Value (of type integer)

 Pointer to next record in the list of waiting processes

Each semaphore needs two operations to handle the processes as given
below:

 Block: This operation places the process invoking the operation on the
waiting queue of the semaphre.

 Wakeup: This operation takes out  one process  from the waiting queue
and moves it to the ready queue.

The wait() and signal() primitives may be redefined as given below:

Implementation of wait() Function
      wait (S){

        value—;

        if (value < 0) {

//place the  process in the waiting queue;

block();

                      }

      }

Implementation of signal() Function
Signal (S){

 value++;

 if (value <= 0) {

/*  take a process P from the  waiting queue of semaphore
and move it to ready process queue */;

    wakeup(P);

                            }

              }

As we have discussed earlier, the  trick to these implementations of wait()
and signal() is that they themselves are critical sections.  If they are both run
at the same time in different threads, havoc may ensue.
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To guard against this problem, as the wait() and signal() code is
small, we can use a busy wait. Some operating systems provide atomic
implementations for these functions. Interrupts can be turned off during execution
to achieve atomic operations for operations involving short critical sections. This is
possible because, when interrupts are disabled there will not be any task switching
to enable multitasking.  This technique is practicable because the code inside
wait() and signal() is very short, and therefore will not tie the processor
to one thread/process for too long.

Check Your Progress

9. Define the concept of mutual exclusion algorithm.

10. Write the code of entry and exit protocol for Dekker’s algorithm.

11. Write the definition of semaphores.

12. State the two important operations to handle the process for semaphore.

13. Write the code of implementation of wait () and signal () function.

5.4 ANSWERS TO CHECK YOUR PROGRESS
QUESTIONS

1. In a multiprocessing (a job executed as multiple processes) and a multithreaded
environment, processes or threads have to cooperate in their execution while
using  shared resources like shared memory buffers. Cooperating processes
or thread execution can affect or be affected by other processes/ threads. So
there should be some way to synchronize their execution to use shared
resources; otherwise, unexpected errors may occur.

2. There are two processes, one called producer process and the other called
consumer process. Buffer-size is the number of buffers available for placing
items (data). The producer process produces items (data) and  places them
into empty buffers. The consumer process takes the item from the occupied
buffers  and does some processing. The next empty buffer is indicated by an
In pointer and the next item (buffer) to be consumed is indicated by the Out
pointer. There is a variable count to indicate the number of full buffers at any
time.

3. At a time only one process/thread is allowed to execute the critical section
code. In other words, processes/threads must execute critical sections in  a
mutually exclusive fashion.

When no process/thread is executing in the critical section, only processes/
threads waiting for entry to the critical section should decide which one should
enter the critical section next. This decision should be taken in such a way as
to ensure progress in  execution.
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Processes/threads must be allowed to enter the critical section in bounded
time or without any starvation.

4. This code is the same for all processes wishing to use CS for sharing the
same data structure. The code is executed when processes leave CS. This
may be to change the flag to indicate that the process that entered CS has
finished executing CS and is not in CS.

5.  Bakery algorithm is used for multiple solution problem.

6. There are two common methods for hardware solutions:

 Disabling interrupts so that mutual exclusion can be achieved easily as
there will not be any interrupt to pre-empt the currently executing process
from CS.

 By using special hardware instructions, if provided by the hardware.

7. Test-and-set instruction

Swap instruction

Fetch-and-increment instruction

8. Swap instruction exchanges the contents of two memory variables atomically.
The algorithm for swap is given below.
void Swap (boolean *a, boolean *b)/* exchange contents of
a and b atomically*/

             {

                  boolean temp = *a;

                  *a = *b;

                  *b = temp;

             }

9. In a multiprogramming environment, while one process is executing the
shared variable, all other processes wishing to do so at the same time moment
should be kept waiting; while that process is done executing the shared
variable, one of the processes waiting to do so should be allowed to proceed.
In this manner, each process that is executing the shared variables prohibits
all others from doing so concurrently. This is called mutual exclusion.

10. Entry Protocol
/* claim the resource */

flags[i] = BUSY;

/* wait if the other process is using the resource */

while (flags[j] == BUSY) {

/* if waiting for the resource, also wait our turn */

if (turn != i ) {
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flags[i] = FREE;

while (turn != i ) {

}

flags[i] = BUSY;

}

}

Exit Protocol
/* pass the turn on and release the resource */

turn = j ;

flags[i] = FREE;

11. A semaphore is a variable or abstract data type used to control access to a
common resource by multiple processes and avoid critical section problems
in a concurrent system such as a multitasking operating system.

12.  Block: This operation places the process invoking the operation on the
waiting queue of the semaphre.

 Wakeup: This operation takes out  one process  from the waiting queue
and moves it to the ready queue.

13. Implementation of wait() Function
      wait (S){

        value—;

        if (value < 0) {

//place the  process in the waiting queue;

block();

                      }

      }

Implementation of signal() Function
Signal (S){

 value++;

 if (value <= 0) {

/*  take a process P from the  waiting queue of semaphore
and move it to ready process queue */;

    wakeup(P);

                }

              }
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5.5 SUMMARY

 Concurrent access to shared resources can result in unintended or incorrect
actions in concurrent programming, so areas of the programme where the
shared resource is accessed need to be secured in ways that prevent
concurrent access. The critical segment or critical area is this safe portion.

 In a multiprocessing (a job executed as multiple processes) and a
multithreaded environment, processes or threads have to cooperate in their
execution while using shared resources like shared memory buffers.

 Cooperating processes or thread execution can affect or be affected by
other processes/ threads.

 There are two processes, one called producer process and the other called
consumer process.

 The producer process produces items (data) and places them into empty
buffers. The consumer process takes the item from the occupied buffers
and does some processing.

 Buffer-size is the number of buffers available for placing items (data).

 The producer process produces items (data) and places them into empty
buffers. The consumer process takes the item from the occupied buffers
and does some processing.

 The wrong value obtained is due to interleaved execution of increment and
decrement operations on a shared variable. You would have got the correct
value, if all the three instructions required for increment (or decrement)
were executed without any interruption.

 Java language provides a keyword synchronized to solve this race condition.
Such language-based support is not available in the lower-level languages.

 These are to be implemented mostly using basic programming primitives,
even though some systems support hardware instructions for the same to
build the solutions easily.

 At a time only one process/thread is allowed to execute the critical section
code. In other words, processes/threads must execute critical sections in a
mutually exclusive fashion.

 When no process/thread is executing in the critical section, only processes/
threads waiting for entry to the critical section should decide which one
should enter the critical section next. This decision should be taken in such
a way as to ensure progress in execution.

 Processes/threads must be allowed to enter the critical section in bounded
time or without any starvation.

 There are two classes of solutions for CS problem, one using software and
the other using special hardware instructions.
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 The progress requirement is violated. If both the flags are set, both the
processes will be executing in entry section forever without winning entry to
CS. This is deadlock situation.

 Disabling interrupts so that mutual exclusion can be achieved easily as there
will not be any interrupt to pre-empt the currently executing process from
CS.

 By using special hardware instructions, if provided by the hardware.

 Disabling interrupts for long periods of time leads to under utilization of
resources.

 Text-and-Set or TS instruction provides a direct hardware support to mutual
exclusion. It allows only one concurrent process to enter the critical section.
It is able to make the programming task easier. It also improves the efficiency
of the system.

 The critical-section problem can be solved simply in a uniprocessor
environment if you are able to prevent the occurrence of interrupts during
the modification of a shared variable.

 Many modern systems provide a special hardware support which helps in
testing and modifying the content of a word or in swapping the contents of
two words automatically.

 Each process has to execute the TS instruction in order to use the resource
available with a control variable as an operand.

 This mechanism sets the global variable to 0, which indicates that the shared
resource is available for being accessed. Each process has to execute the
TS instruction in order to use the resource available with a control variable
as an operand.

 Busy-waiting consumes a lot of the processor’s time.

 Starvation may occur if a process leaves a critical section and there are
more than one processes in waiting.

 Fetch-and-increment is another hardware instruction that is executed
atomically.

 If a low-priority process has the critical region and a high-priority process
needs the higher priority process then it will obtain the processor to wait for
the critical region.

 In a multiprogramming environment, while one process is executing the
shared variable, all other processes wishing to do so at the same time moment
should be kept waiting; while that process is done executing the shared
variable, one of the processes waiting to do so should be allowed to proceed.

 In this manner, each process that is executing the shared variables prohibits
all others from doing so concurrently. This is called mutual exclusion.
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 Mutual exclusion or mutex algorithms are used in concurrent programming
to avoid the concurrent use of a common resource, such as a global variable,
by pieces of computer code called critical sections.

 The mutual exclusion requirement is certain to be met. No process will go
into its CS without setting its flag. Every process checks the other’s flag
after setting its own.

 Deadlock is not possible. No process waits with its flag continuously set
and one process always has the turn. The process with the turn will
(ultimately) discover the other flag free and will proceed.

 Peterson developed and proved versions of his algorithm for both the 2
process case and the N-process case. In this algorithm, both the turn variable
and the status flags are used, as in the case of Dekker’s algorithm.

 The Bakery algorithm is a very different approach proposed by Leslie
Lamport. It is based on the ‘take-a-number’ system used in bakeries and
delicatessens. A process waiting to enter its critical section chooses a number.
This number must be greater than all other numbers currently in use.

 CS code is normally long and applications may spend a lot of time in their
CS. Therefore, busy wait is not a good solution for entry to the application
CS.

 In semaphore implementation, more than one process must not execute
wait () and signal () operations on the same semaphore. That is, wait () and
signal () codes are also critical section codes which should be executed as
per the rules for executing a CS code.

5.6 KEY WORDS

 Critical Section (CS): Critical section means the code that is used to
access the shared data structures by more than one process or thread
normally in cooperated multitasking or multiprocessing or multithreaded
computation.

 Interrupt: An interrupt is a response by the processor to an event that
needs attention from the software. ... Interrupts are also commonly used to
implement computer multitasking, especially in real-time computing. Systems
that use interrupts in these ways are said to be interrupt-driven.

 Progress: When no process/thread is executing in the critical section, only
processes/threads waiting for entry to the critical section should decide
which one should enter the critical section next. This decision should be
taken in such a way as to ensure progress in execution.

 Mutual Exclusion: Mutual exclusion is a property of concurrency control,
which is instituted for the purpose of preventing race conditions. This problem
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(called a race condition) can be avoided by using the requirement of mutual
exclusion to ensure that simultaneous updates to the same part of the list
cannot occur.

 Test-and-Set Instruction: Text-and-Set or TS instruction provides a direct
hardware support to mutual exclusion. It allows only one concurrent process
to enter the critical section. It is able to make the programming task easier.
It also improves the efficiency of the system.

 Fetch-and-Increment Instruction: Fetch-and-increment is another
hardware instruction that is executed atomically.

 Semaphores: A semaphore is a vector or abstract data type used in
computer science to monitor several processes of access to a common
resource and prevent critical section problems in a concurrent system such
as a multitasking operating system.

5.7 SELF ASSESSMENT QUESTIONS AND
EXERCISES

Short-Answer Questions

1. What do you meant by critical section problem?

2. What are the solution of critical section problem?

3. Why producer-consumer process is used?

4. Write down the other name of producer-consumer classical problem.

5. Which algorithm is used in multiple process solution?

6. What is the drawback of disabling interrupts?

7. Explain advantage and disadvantage for special machine instruction.

8. Elucidate on the different type of mutual exclusion algorithm.

9. State the algorithms which are used in software solution for mutual exclusion.

10. Write the syntax for wait () and signal () operations in semaphores.

11. What is busy waiting? How is semaphore used to overcome the busy waiting
problem?

Long-Answer Questions

1. How we define the critical-section problem? Explain all the requirements
that a solution to a critical-section problem must meet.

2. Write down the producer-consumer process in detail.

3. Give the pros and cons of the two process solution for solving critical section
problem.
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4. Write a code to eliminate the deadlock situation.

5. State a Test-and-Set instruction. Also write the algorithm that uses the Test-
and-Set instruction to solve the critical-section problem and meets all the
requirements of the solution for such a problem.

6. What are the advantages and disadvantages of test-set instruction?

7. Elaborate briefly on the Dekker’s algorithm.

8. Describe the Peterson’s algorithm.

9. Briefly illustrate the Eisenberg and McGuire’s algorithm.

10. Explain the bakery algorithm to solve a critical-section problem.

11. Discuss the use of semaphores in developing a solution to a bounded-buffer
problem.

12.  Write short notes on the following:

(a) Entry and exit section

(b) Swap instruction

(c) Semaphore

5.8 FURTHER READINGS

Deitel, Harvey M., Paul J. Deitel and David R. Choffnes. 2007. Operating
Systems, 3rd Edition. London (UK): Pearson Education.

Deitel, Harvey M. 1984. An Introduction to Operating Systems. Boston (US):
Addison-Wesley.

Chandra, Pramod and P. Bhatt. 2007. An Introduction to Operating Systems:
Concepts and Practice. New Delhi: PHI Learning Pvt. Ltd.

Silberschatz, Abraham, Peter B. Galvin and Greg Gagne. 2008. Operating System
Concepts, 8th Edition. New Jersey: John Wiley & Sons.

Tanenbaum, Andrew S. 2006. Operating Systems Design and Implementation,
3rd Edition. New Jersey: Prentice Hall.

Tanenbaum, Andrew S. 2001. Modern Operating Systems. New Jersey: Prentice
Hall.

Stallings, William. 1995. Operating Systems, 2nd Edition. New Jersey: Prentice
Hall.

Milenkovic, Milan. 1992. Operating Systems: Concepts and Design. New York:
McGraw Hill Higher Education.

Mano, M. Morris. 1993. Computer System Architecture. New Jersey: Prentice
Hall Inc.



NOTES

Self-Instructional
Material 107

Concurrent
ProgrammingUNIT 6 CONCURRENT

PROGRAMMING

Structure

6.0 Introduction
6.1 Objectives
6.2 Sequential and Concurrent Process
6.3 Precedence Graph
6.4 Bernstein’s Condition
6.5 Time Dependency
6.6 Monitors
6.7 Answers to Check Your Progress Questions
6.8 Summary
6.9 Key Words

6.10 Self Assessment Questions and Exercises
6.11 Further Readings

6.0 INTRODUCTION

Concurrent processing is a computing method where several processors execute
instructions simultaneously for better performance. Concurrent means, which occurs
when something else happens. The tasks are broken down into sub-types, which
are then allocated to different processors to execute concurrently, instead of
sequentially, since one processor will have to perform them.

Concurrent computing is a type of computing in which multiple calculations
are conducted simultaneously, rather than sequentially, over overlapping time
periods, with one completed before the next begins.

The concept of sequential process was proposed in 1978 as the basis of
interaction in concurrent programming. It synchronizes and communicates by means
of input and output processes. It establishes rendezvous. A rendezvous is established
if one process is ready to execute an input statement and the second process is
ready to execute the corresponding output statement. If either process is not ready
then the other process is forced to wait. The specification of process synchronization
condition is straight-forward in which input statements are predefined with
synchronization conditions.

A number of different methods can be used to implement concurrent
programs, such as implementing each computational process as an operating system
process, or implementing the computational processes as a set of threads within a
single operating system process.
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A monitor is a programming language construct which is also used to provide
mutually exclusive access to critical sections. The programmer defines monitor
type which consists of declaration of shared data (or variables), procedures or
functions that access these variables and initialization code.

The Dining Philosopher Problem-The Dining Philosopher Problem notes
that K philosophers sit between any pair of philosophers around a circular table
with one chopstick. Each philosopher has one chopstick between them. A
philosopher can eat if the two chopsticks adjacent to him can be picked up.

This unit will discuss concurrent programming in detail, highlighting the
concepts of precedence graphs, Bernstein’s condition, time-dependency and
monitors.

6.1 OBJECTIVES

After going through this unit, you will be able to:

 Describe the significance of sequential and concurrent processes

 Discuss the various features of precedence graphs

 Describe the Bernstein’s condition

 Analyse the factors that determine time dependency

 Understand the role and function of monitors

 Know about the dining philosophers problem

6.2 SEQUENTIAL AND CONCURRENT PROCESS

Process is not the same as program; instead, it is an active entity for the program.
A program is an algorithm expressed in some suitable notation. A process includes
the current value of the Program Counter (PC), contents of the processor registers
and value of the variables. The Process Stacks (SP) contains temporary data,
such as subroutine parameter, return address and temporary variables. It includes
a data section that contains global variables. A process is the unit of work in a
system. It goes through a series of discrete process states.

Sequential process: The concept of sequential process was proposed in 1978
as the basis of interaction in concurrent programming. It synchronizes and
communicates by means of input and output processes. It establishes rendezvous.
A rendezvous is established if one process is ready to execute an input statement
and the second process is ready to execute the corresponding output statement. If
either process is not ready then the other process is forced to wait. The specification
of process synchronization condition is straight-forward in which input statements
are predefined with synchronization conditions.
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Concurrent process: The concurrent process refers to an instance of the program
written for operating system. These processes are processed by the kernel. In this
technique, scheduler assigns time slices. The slice could be 1/100 or 1/1000
seconds, concurrently working at process level. The various attributes, such as
unique Process ID (PID), Process ID of Parent (PPID), User ID of process
owner (UID), execution priority (priority), state of the process, such as sleeping,
running are involved in concurrent processes. The concurrent processes are called
by the system calls that perform some tasks, such as low-level I/O, interrupted
control I/O to terminals.

Since UNIX OS is assembled with C language, therefore, various functions
are used to implement the concurrent process. A system call is used to associate
the header files. Two processes are said to be concurrent, if their execution overlaps
in time and the execution of the second process starts before the first process is
completed. The concurrent processes generally interact through the mechanisms
known as shared variables and message passing. If the application is set with
various concurrent processes then the sequential program is determined.

Fig. 6.1 Program with two processes P and Q

Figure 6.1 shows two processes, process P and process Q. At the end of
the execution of P and Q, the reference x can point to 2,3 or 4, depending on the
order of execution of each process. This concept can be explained with the help
of an example (Figure 6.2). The keyword ‘send’ sends a value to the destination
and receives a value from a process.

Fig. 6.2 Use of Send Keyword in Concurrent Processes P and Q

A PID variable is declared as the form class in which various routines are
involved. When the memory state depends on the execution of each parallel process,
an application may fail to terminate on a particular execution and terminate on
another. To provide some control over the execution, the processes must be
synchronized. The interaction of processes using distinct memory areas, but
communicating with each other depends on the type of communication. The
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following example uses two communication primitives; ‘Send’ which sends a value,
showing the destination and ‘Receive’ which receives a value from a process. Let
P and Q be two communicating processes. In case of a transient communication,
process Q can miss the messages of P. For an asynchronous communication, the
communication channel stores the different values that have been transmitted. Only
reception is blocked. Process P can be waiting for Q, even if the latter has not yet
read the two messages from P.

Figure 6.3 shows how concurrent programming maintains the sequence
between programs and parallel programs.

Fig. 6.3 Domain of Concurrent Programs

Let us take an example, in which the two units of execution are started at
the same time. If they run in parallel, then over any time interval during their execution,
they may be executing at the same time. If they run concurrently, they may execute
in parallel, or they may be sequentialized where only one makes progress at any
given point of time and their execution is interleaved. Multitasking operating systems
implement this concept. Figure 6.4 shows how three programs execute concurrently.
It shows that the programs can be concurrent with non-parallel as well as parallel
conditions.

Fig. 6.4 Concurrent Execution of Programs
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Both conditions can be analysed in the following way so that:

(i) You can formalize this via Bernstein’s conditions.

(ii) Assign a subprogram P.

(iii) Let IN (P) represent the set of memory locations that includes the
registers or variables that P uses as input by reading from them.

(iv) Let OUT (P) represent a similar set of locations that P uses as output
by writing to them.

(v) You can use these sets to determine if two subprograms P1 and P2
are dependent, and therefore whether or not they can execute in parallel.

(vi) Given two subprograms P1 and P2, their execution in parallel is
equivalent to their execution in sequence if the following conditions
hold.

6.3 PRECEDENCE GRAPH

A precedence graph refers to a acyclic and directed graph that carries nodes.
These nodes are, in fact, software tasks, recognized by the operating system. The
statements, which are written in a set of statements, can be executed concurrently.
In order to observe the process functionality, the processes are restricted to
determine the interaction based shared resources and on sending and receiving
the messages. The precedence graph expresses only the precedence relations
among the sequential processes. The synchronization process is expressed by the
precedence graph.  Let us take an example of a sequential program:

a := x + y; /* Statement S1 */

b := z + 1; /* Statement S2 */

c := a - b; /* Statement S3 */

w := c + 1; /* Statement S4 */

d := a + e; /* Statement S5 */

w := w * d; /* Statement S6 */

The Bernstein conditions are used to derive the precedence graph from the
above sequential program. The nodes are represented by S1, S2, S3, S4, S5 and
S6. The successors of S1 are S3 and S5. The S6 is the successor of S5. Two
processors are used in the precedence graph. One processor executes the statement
in the order of S1, S5, S6, whereas other processor executes S2, S3, S4. The
characteristics of a precedence graph are as follows:

(i) It is that is acyclic and can not have loops.

(ii) It has only one dependency and hence cannot have cyclic computations.
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Figure 6.5 shows a precedence graph,

Fig. 6.5  A Precedence Graph

In the above Figure 6.5, S1 represents a = 0, S2 represents b = 1, c:
= a+1, d = b + a, e: =d + 1 and e: =c + d shows in the precedence
graph. S3 depends on S1 but it does not depend on S2. Independent statements
are executed in parallel to speed up the program.

Fig. 6.6 Precedence Graph of BOS Processing a JDS

Figure 6.6 illustrates that a Batch Operating System (BOS) is used to operate
a job file where all Job Data Structures (JDS) are processed. Using the precedence
graph of a BOS, the physical processors execute the sequential operations Read,
Process and Write. The sequential processes are described as the parallel
processes. The parallel process PP = (P1, P2, …, Pn)  is functional if while executing
PP with the same input data X, the  process is able to generate the output data Y.
The functional processes are enforced by mutual exclusion and variables are shared.

The precedence graph of P is a directed acyclic graph. It is denoted by
G(PP)

1
, whose nodes are denoted by the processes P1, P2, … , Pn. The

precedence graph illustrates the parallel version of the (BOS).

Various processors are used to execute the precedence graphs in the
following ways:

1. If the precedence graph is executed using a single processor, it is to be
checked that the graph is not exploited  and parallelism is inherent.

2. Many processors can be used according to the nodes defined in the
graph. A processor completes the activity to represent the node. It later
becomes idle and cannot be used efficiently.

3. The maximum number of processors is used efficiently if the cardinality
of the set of nodes do not depend any two nodes in the set.
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Fork and Join in precedence graph: Dennis and VanHorne introduced
the Fork and Join concepts in the year 1966. If the statement ‘Fork (label)’ is
executed by the thread of control, concurrently the very next thread of control
starts and in this way, the two threads are executed concurrently.  If the statement
‘Join (count)’ is executed the value of count is decremented. The count parameter
is taken as in data type. If the returned value is positive, the executing thread is
terminated.  The Fork and Join are suitable for precedence graphs because they
can be expressed using Fork and Join the without loss of concurrency. Any of the
precedence graphs could be executed as a sequential program, but at a loss in
concurrency.

The CoBebin Coend construct is also known as the ParBegin ParEnd
construct. This concept was introduced by Dijkstra in 1968. It is much easier to
use than Fork and Join. Let  S1, S2, .. Sn statements use the construct. The
construct then starts producing the following statements:

cobegin

S1;

S2;

..

Sn;

coend;

When CoBegin is executed, S1, S2, …, Sn are executed concurrently each
in a separate thread. When all these statements are terminated, only then the CoEnd
is executed and the construct is terminated. There are precedence graphs that can
be represented using CoBegin CoEnd only at the cost of some loss in concurrency.
Figure 6.7 shows the Fork-Join model that is collectively produced in parallel
region.

Fig. 6.7 Fork – Join Model
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Check Your Progress

1. Explain about the concept of sequential process.

2. Define the term of concurrent process.

3. How concurrent programming maintains the sequence between programs
and parallel programs?

4. What are the purpose of precedence graph?

5. Which condition is used for precedence graph?

6. How processors are used to execute precedence graph?

7. Write the definition of fork and join for precedence graph.

6.4 BERNSTEIN’S CONDITION

The Bernstein’s condition is applied if the input sets of two tasks, which are
independent of each other’s output sets execute in parallel.  The following three
conditions are taken as constraints if shared memory is used to enforce precedence
among the processes:

1. If process P
i
 writes to a memory cell M

i
, then no process P

j
 can read the

cell M
i
.

2. If process P
i
 reads from a memory cell M

i
, then no process P

j
 can write to

the cell M
i
.

3. If process P
i
 writes to a memory cell M

i
, then no process P

j
 can write to

the cell M
i
.

The application of semaphores, for example, can provide a means of forcing
processes to take turns in reading and writing to shared memory. Subtasks in a
parallel program are called threads. Some parallel computer architectures use
smaller, lightweight versions of threads known as fibers, while others use bigger
versions known as processes. However, ‘threads’ is generally accepted as a generic
term for subtasks. They are needed to update some variable that is shared between
them. The instructions between the two programs may be interleaved in any order.
Let take a condition, if sequential process P is determinate a given input X moves
through identical instruction sequences to arrive at its result; for example:

read x

y = 2*X;

z = y * y;

print z;
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For example, consider the following program:
Thread A Thread B

1A: Read variable V 1B: Read variable V

2A: Add 1 to variable V 2B: Add 1 to variable V

3A: Write back to variable V 3B: Write back to variable V

If instruction 1B is executed between 1A and 3A, or if instruction 1A is
executed between 1B and 3B, the program will produce incorrect data. This is
known as a race condition. The programmer must use a lock to provide mutual
exclusion. A lock is a programming language construct that allows one thread to
take control of a variable and prevent other threads from reading or writing it, until
that variable is unlocked. The thread holding the lock is free to execute its critical
section and unlock the data when it is finished. Therefore, in order to guarantee
correct program execution, the above program can be rewritten to use locks as
follows:

Thread A Thread B

1A: Lock variable V 1B: Lock variable V

2A: Read variable V 2B: Read variable V

3A: Add 1 to variable V 3B: Add 1 to variable V

4A: Write back to variable V 4B: Write back to variable V

5A: Unlock variable V 5B: Unlock variable V

One thread is used to lock variable V, while the other thread will be locked
out unable to proceed until V is unlocked again. This guarantees correct execution
of the program. Locks, while necessary to ensure correct program execution can
slow down a program. Locking multiple variables using non-atomic locks introduces
the possibility of program deadlock. An atomic lock is a lock that locks multiple
variables at a time. If it cannot lock all of them, it does not lock any of them. If two
threads each need to lock the same two variables using non-atomic locks, it is
possible that one thread will lock one of them and the second thread will lock the
second variable. In this case, neither thread can complete, and deadlock results.
Many parallel programs require their subtasks to act in synchrony. This requires
the use of a barrier. Barriers are typically implemented using a software lock. One
class of algorithms, known as lock-free and wait-free algorithms, avoid altogether
the use of locks and barriers. However, this approach is generally difficult to
implement and requires correctly designed data structures. A task is split up into
more and more threads, and those threads spend an ever-increasing portion of
their time communicating with each other. Eventually, the overhead from
communication dominates the time spent solving the problem and causes further
parallelization, that is, splitting the workload over even more threads. This increases
the amount of time required to finish the task. This is known as parallel slowdown.
Applications are frequently classified according to how often their subtasks need
to synchronize or communicate with each other. An application exhibits fine-grained
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parallelism if its subtasks must communicate many times per second; it exhibits
coarse-grained parallelism if they do not communicate many times per second. It
is parallel if they rarely or never have to communicate. The embarrassingly parallel
applications are considered the easiest to parallelize.

6.5 TIME DEPENDENCY

If each queue has absolute priority over lower-priority queues then no process in
the queue could run unless the queue for the highest-priority processes is all empty.
For example, no process in the batch queue could run unless the queues for system
processes, interactive processes and interactive editing processes are all empty. If
there is a time slice between the queues then each queue gets a certain amount of
CPU times, which it can then schedule among the processes in its queue, for
example, the following two conditions determine the time dependency:

(i) 80 per cent of the CPU time to foreground queue using RR.

(ii) 20 per cent of the CPU time to background queue using FCFS.

Since processes do not move between queues so, this policy has the
advantage of low scheduling overhead, but it is inflexible. The compile-time
dependency exists if a component of program has to be recompiled if one of the
following parts in another component changes:

(i) Base class that includes private inheritance

(ii) Inline functions and inline member functions

(iii) Private and protected members

(iv) Compiler generated member functions, such as the assignment operator

(v) Include directives and default arguments

(vi) Enumerations

The availability of resources, for example number of CPUs and the resource
sharing policy of the run-time system  are also supported by the process scheduling
algorithm. The time-dependency method involves two steps; the first step
determines if a timing property can be proved from the system specification and
identify implementation-dependent assumptions, and the second step, determines
if the system specifications and other required implementation dependencies can
be enforced by control structures that meet the required timing constraints. The
advantage of this method is that implementation dependencies are explicitly
identified. It is important to isolate them in a proof of correctness so that if the
execution environment changes, the impact of the change can be readily identified
and understood. Both steps are accomplished by making use of the logic Real-
Time Logic (RTL). The time dependency basically depends on the following three
factors:

(i) Resource Model: It describes the system resources available to the
applications.
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(ii) Workload Model: It describes the applications supported by the
system.

(iii) Scheduling algorithm:  It defines how the application system uses
the resources at all times. This is where real-time operating systems
have a key role to play.

6.6 MONITORS

A monitor is a programming language construct which is also used to provide
mutually exclusive access to critical sections. The programmer defines monitor
type which consists of declaration of shared data (or variables), procedures or
functions that access these variables and initialization code. The general syntax of
declaring a monitor type is as follows:

monitor <monitor-name>

{

//shared data (or variable) declarations

data type <variable-name>;

...

//function (or procedure) declarations

return_type <function-name>(parameters)

{

//body of function

}

.

.

.

monitor-name()

{

//initialization code

}

}

The variables defined inside a monitor can only be accessed by the functions
defined within the monitor, and it is not feasible for any process to access these
variables. Thus, if any process has to access these variables, it is only possible
through the execution of the functions defined inside the monitor. Further, the monitor
construct checks that only one process may be executing within the monitor at a
given moment. But if a process is executing within the monitor, then other requesting
processes are blocked and placed on an entry queue.
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Though, monitor construct ensures mutual exclusion for processes, but
sometimes programmer may find them insufficient to represent some synchronization
schemes. For such situations, programmer needs to define his own synchronization
mechanisms. He can define his own mechanisms by defining variables of
condition type on which only two operations can be invoked: wait and signal.
Suppose, programmer defines a variable C of condition type, then execution of
the operation C.wait() by a process, say Pi, suspends the execution of Pi, and
places it on a queue associated with the condition variable C. On the other
hand, the execution of the operation C.signal() by a process, say Pi, resumes
the execution of exactly one suspended process Pj, if any. It means that the execution
of the signal operation by Pi allows other suspended process Pj to execute
within the monitor. However, only one process is allowed to execute within the
monitor at one time. Thus, monitor construct prevents Pj from resuming until Pi is
executing in the monitor. There are following possibilities to handle this situation.

 The process Pi must be suspended to allow Pj to resume and wait until
Pj leaves the monitor.

 The process Pj must remain suspended until Pi leaves the monitor.
 The process Pi must execute the signal operation as its last statement

in the monitor so that Pj can resume immediately.

Now, write a solution to the diningPh problem which a voids deadlock, we
are in a situation to use the monitor to develop a deadlock-free solution to dining
philosophers problem. The following monitor controls the distribution of chopsticks
to philosophers.

monitor diningPhilosophers

{

enum {thinking, hungry, eating} state[5];

condition self[5];

void getChopsticks(int i)

{

int left, right;

state[i] = hungry;

left = (i+4)%5;

right = (i+1)%5;

if((state[left]==eating) || (state[right]==eating))

self[i].wait();

else

state[i] = eating;

}

void putDownChopsticks(int i)

{

int left, right;
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state[i] = thinking;

left = (i+4)%5;

right = (i+1)%5;

verifyAndAllow(left);

verifyAndAllow(right);

}

void verifyAndAllow(int i)

{

int left, right;

left = (i+4)%5;

right = (i+1)%5;

if(state[i]==hungry)

{

if((state[left]!=eating) && (state[right]!=eating))

{

state[i] = eating;

self[i].signal();

}

}

}

void initial()

{

int i;

for(i=0; i<5; i++)

state[i] = thinking;

}

}

Each philosopher that feels hungry must invoke the getchopsticks()
operation before start eating and after eating is finished, he must invoke
putDownchopsticks() operations and then may start thinking. Thus, the general
structure for the code segment philosopher i is as follows:

...
diningPhilosophers.getChopsticks(i);
eating
diningPhilosophers.putDownChopsticks(i);
...
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The getChopsticks() operation changes the state of philosopher process
from thinking to hungry and then verifies whether philosopher on his left or right is
in eating state. If either philosopher is in eating state, then the philosopher process is
suspended and its state remains hungry. Otherwise, the state of philosopher process
is changed to eating.

After eating is finished, each philosopher invokes putDownChopsticks()
operation before start thinking. This operation changes the state of philosopher
process to thinking and then invoke verifyAndAllow() operation for
philosophers on his left and right side (one by one). The verifyAndAllow()
operation verifies whether the philosopher feels hungry, and if so then allows him to
eat in case philosophers on his left and right side are not eating.

Check Your Progress

8. What do you understand by Bernstein’s conditions?

9. State the two conditions determine the time dependency.

10. Give the definition of monitor.

11.  Monitor construct ensures that ___________ may be executing within
the monitor at a time.

12.  Programmer can define his own synchronization mechanisms. (True or
False)

13. The dining philosophers problem will occur in which case?

6.7 ANSWERS TO CHECK YOUR PROGRESS
QUESTIONS

1. The concept of sequential process was proposed in 1978 as the basis of
interaction in concurrent programming. It synchronizes and communicates
by means of input and output processes. It establishes rendezvous. A
rendezvous is established if one process is ready to execute an input statement
and the second process is ready to execute the corresponding output
statement. If either process is not ready then the other process is forced to
wait. The specification of process synchronization condition is straight-
forward in which input statements are predefined with synchronization
conditions.

2. The concurrent process refers to an instance of the program written for
operating system. These processes are processed by the kernel. In this
technique, scheduler assigns time slices. The slice could be 1/100 or 1/
1000 seconds, concurrently working at process level. The various attributes,
such as unique Process ID (PID), Process ID of Parent (PPID), User ID of
process owner (UID), execution priority (priority), state of the process,
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such as sleeping, running are involved in concurrent processes. The
concurrent processes are called by the system calls that perform some tasks,
such as low-level I/O, interrupted control I/O to terminals.

3. If they run in parallel, then over any time interval during their execution, they
may be executing at the same time. If they run concurrently, they may execute
in parallel, or they may be sequentialized where only one makes progress at
any given point of time and their execution is interleaved. Multitasking
operating systems implement this concept.

4. A precedence graph refers to a acyclic and directed graph that carries nodes.
These nodes are, in fact, software tasks, recognized by the operating system.
The statements, which are written in a set of statements, can be executed
concurrently. In order to observe the process functionality, the processes
are restricted to determine the interaction based shared resources and on
sending and receiving the messages. The precedence graph expresses only
the precedence relations among the sequential processes. The
synchronization process is expressed by the precedence graph.

5. The Bernstein conditions are used to derive the precedence graph from the
above sequential program.

6. 1. If the precedence graph is executed using a single processor, it is to be
checked that the graph is not exploited  and parallelism is inherent.

2. Many processors can be used according to the nodes defined in the
graph. A processor completes the activity to represent the node. It later
becomes idle and cannot be used efficiently.

3. The maximum number of processors is used efficiently if the cardinality
of the set of nodes do not depend any two nodes in the set.

7. Dennis and VanHorne introduced the Fork and Join concepts in the year
1966. If the statement ‘Fork (label)’ is executed by the thread of control,
concurrently the very next thread of control starts and in this way, the two
threads are executed concurrently.  If the statement ‘Join (count)’ is executed
the value of count is decremented. The count parameter is taken as in data
type. If the returned value is positive, the executing thread is terminated.
The Fork and Join are suitable for precedence graphs because they can be
expressed using Fork and Join the without loss of concurrency. Any of the
precedence graphs could be executed as a sequential program, but at a
loss in concurrency.

8. The Bernstein’s condition is applied if the input sets of two tasks, which are
independent of each other’s output sets execute in parallel.  The following
three conditions are taken as constraints if shared memory is used to enforce
precedence among the processes:

1. If process P
i
 writes to a memory cell M

i
, then no process P

j
 can read

the cell M
i
.
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2. If process P
i
 reads from a memory cell M

i
, then no process P

j
 can write

to the cell M
i
.

3. If process P
i
 writes to a memory cell M

i
, then no process P

j
 can write to

the cell M
i
.

9. (i) 80 per cent of the CPU time to foreground queue using RR.

(ii) 20 per cent of the CPU time to background queue using FCFS.

10. A monitor is a programming language construct which is also used to provide
mutually exclusive access to critical sections. The programmer defines
monitor type which consists of declaration of shared data (or variables),
procedures or functions that access these variables and initialization code.

11. Only one process.

12.  True

13. In case of 5 philosophers and 5 chopsticks.

6.8 SUMMARY

  A process is the unit of work in a system. Processes could be sequential or
concurrent.

  Process is not the same as program; instead, it is an active entity for the
program. Program is an algorithm expressed in some suitable notation.

  Process includes the current value of the program counter (PC), contents
of the processor registers and value of the variables.

 The process stacks (SP) contains temporary data, such as subroutine
parameter, return address and temporary variables. It includes a data section
that contains global variables.

 The concept of sequential process was proposed in 1978 as the basis of
interaction in concurrent programming. It synchronizes and communicates
by means of input and output processes. It establishes rendezvous.

 The concurrent process refers to an instance of the program written for
operating system. These processes are processed by the kernel. In this
technique, scheduler assigns time slices.

 UNIX OS is assembled with C language, therefore, various functions are
used to implement the concurrent process

 A PID variable is declared as the form class in which various routines are
involved. When the memory state depends on the execution of each parallel
process, an application may fail to terminate on a particular execution and
terminate on another.

 To provide some control over the execution, the processes must be
synchronized.
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 The process stacks (SP) contains temporary data, such as subroutine
parameter, return address and temporary variables. It also includes a data
section that contains global variables.

 The interaction of processes using distinct memory areas, but communicating
with each other depends on the type of communication.

 Precedence graphs are acyclic and directed graphs that carry nodes. These
nodes are, in fact, software tasks, which are recognized by the operating
system.

 In order to observe the process functionality, the processes are restricted
to determine the interaction based shared resources and on sending and
receiving the messages.

 The precedence graph expresses only the precedence relations among the
sequential processes. The synchronization process is expressed by the
precedence graph.

 The Bernstein conditions are used to derive the precedence graph from the
above sequential program.

 Bernstein’s conditions do not allow memory to be shared between different
processes. For that, some means of enforcing an ordering between accesses
is carried out by the OS.

 Batch Operating System (BOS) is used to operate a job file where all Job
Data Structures (JDS) are processed. Using the precedence graph of a
BOS, the physical processors execute the sequential operations Read,
Process and Write.

 The sequential processes are described as the parallel processes.

 If the precedence graph is executed using a single processor, it is to be
checked that the graph is not exploited and parallelism is inherent.

 Many processors can be used according to the nodes defined in the graph.
A processor completes the activity to represent the node. It later becomes
idle and cannot be used efficiently.

 The maximum number of processors is used efficiently if the cardinality of
the set of nodes do not depend any two nodes in the set.

 Dennis and VanHorne introduced the Fork and Join concepts in the year
1966.

 If the statement ‘Fork (label)’ is executed by the thread of control,
concurrently the very next thread of control starts and in this way, the two
threads are executed concurrently.

 If the statement ‘Join (count)’ is executed the value of count is decremented.
The count parameter is taken as in data type. If the returned value is positive,
the executing thread is terminated.
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 The Fork and Join are suitable for precedence graphs because they can be
expressed using Fork and Join the without loss of concurrency.

 The CoBebin Coend construct is also known as the ParBegin ParEnd
construct. This concept was introduced by Dijkstra in 1968.

 The Bernsterin’s condition is applied if the input sets of two tasks, which
are independent of each other’s output sets execute in parallel.

 If each queue has absolute priority over lower-priority queues then no
process in the queue could run unless the queue for the highest-priority
processes is all empty.

 A monitor is a programming language construct which is also used to provide
mutually exclusive access to critical sections.

 Monitor construct ensures that only one process may be executing within
the monitor at a time.

 Programmer can define his own synchronization mechanisms by defining
variables of condition type on which only two operations can be invoked:
wait and signal.

 Scheduling algorithm defines how the application system uses the resources
at all times. This is where real-time operating systems have a key role to
play.

 Monitor is used to develop a deadlock-free solution to dining philosopher’s
problem.

 Monitor construct ensures mutual exclusion for processes, but sometimes
programmer may find them insufficient to represent some synchronization
schemes.

 The getChopsticks() operation changes the state of philosopher process
from thinking to hungry and then verifies whether philosopher on his left or
right is in eating state.

 Monitor construct ensures mutual exclusion for processes, but sometimes
programmer may find them insufficient to represent some synchronization
schemes.

6.9 KEY WORDS

 Sequential process: Can only appear inside of a Process Block.

 Concurrent process: Can appear outside of a Process Block.

 Precedence graph: A precedence graph refers to an acyclic and directed
graph that carries nodes. These nodes are, in fact, software tasks, recognized
by the operating system. The statements, which are written in a set of
statements, can be executed concurrently.
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 Bernstein condition: The Bernstein’s condition is applied if the input sets
of two tasks, which are independent of each other’s output sets execute in
parallel.

 Fork: If the statement ‘Fork (label)’ is executed by the thread of control,
concurrently the very next thread of control starts and in this way, the two
threads are executed concurrently.

 Join: If the statement ‘Join (count)’ is executed the value of count is
decremented.

 Monitors: A monitor is a programming language construct which is also
used to provide mutually exclusive access to critical sections. The
programmer defines monitor type which consists of declaration of shared
data (or variables), procedures or functions that access these variables and
initialization code.

6.10 SELF ASSESSMENT QUESTIONS AND
EXERCISES

Short-Answer Questions

1. How to concurrent programming maintains the sequence between programs
and parallel programs?

2. Explain the term of precedence graph with the help of example.

3. Give the characteristics of precedence graph.

4. What do you understand by the ‘Fork and Join in precedence?

5. Define the concept of Bernstein’s condition in the context of concurrent
Programming.

6. Write the definition of time dependency.

7. What is monitor for concurrent programming?

8. Write a solution to the dining philosophers problem which avoid deadlock.

Long-Answer Questions

1. What are sequential and concurrent programming process and its type with
the help of a diagram?

2. State the ways to analysis the concurrent, on-parallel execution and
concurrent, parallel execution.

3. Explain precedence graph with the help of example and diagrams.

4. Discuss briefly about the three conditions required for the Bernstein’s
condition.
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5. Elaborate on the term of time-dependency and also describe the three factors
of time dependency.

6. Illustrate the general syntax for monitor.

7. What are the possibilities of handling the situation occurred by monitors?

8. Consider the dining philosophers problem. If we add a 6th chopstick to the
centre of the table, have we cured the deadlock problem? If yes, what
condition have we removed? If no, explain why not.

9. Consider the dining philosophers problem. If we place all five chopsticks in
the centre of the table, how could we use semaphores to implement the
philosophers eat () method? Be sure to declare and initialize all variables
you use. Your solution should be as efficient as possible. You should define
two methods begin () and end ().

6.11 FURTHER READINGS

Deitel, Harvey M., Paul J. Deitel and David R. Choffnes. 2007. Operating
Systems, 3rd Edition. London (UK): Pearson Education.

Deitel, Harvey M. 1984. An Introduction to Operating Systems. Boston (US):
Addison-Wesley.

Chandra, Pramod and P. Bhatt. 2007. An Introduction to Operating Systems:
Concepts and Practice. New Delhi: PHI Learning Pvt. Ltd.

Silberschatz, Abraham, Peter B. Galvin and Greg Gagne. 2008. Operating System
Concepts, 8th Edition. New Jersey: John Wiley & Sons.

Tanenbaum, Andrew S. 2006. Operating Systems Design and Implementation,
3rd Edition. New Jersey: Prentice Hall.

Tanenbaum, Andrew S. 2001. Modern Operating Systems. New Jersey: Prentice
Hall.

Stallings, William. 1995. Operating Systems, 2nd Edition. New Jersey: Prentice
Hall.

Milenkovic, Milan. 1992. Operating Systems: Concepts and Design. New York:
McGraw Hill Higher Education.

Mano, M. Morris. 1993. Computer System Architecture. New Jersey: Prentice
Hall Inc.



NOTES

Self-Instructional
Material 127

Introduction to
DeadlocksBLOCK - III

DEADLOCK AND INFINITE POSTPONEMENT

UNIT 7 INTRODUCTION TO
DEADLOCKS

Structure

7.0 Introduction
7.1 Objectives
7.2 What is Deadlock?
7.3 Deadlock Characterization

7.3.1 Example of Deadlock Conditions
7.4 Indefinite Postponement
7.5 Resource Concept
7.6 Answers to Check Your Progress Questions
7.7 Summary
7.8 Key Words
7.9 Self Assessment Questions and Exercises

7.10 Further Readings

7.0 INTRODUCTION

A deadlock is a situation in which some processes wait for each other’s actions
indefinitely.

A deadlock is a situation in which each member of a community waits for
another member, including self, to take action in concurrent computing, such as
sending a message or releasing a lock more commonly. In multiprocessing systems,
parallel computing, and distributed systems, deadlock is a common problem where
software and hardware locks are used to arbitrate shared resources and implement
synchronization of processes.

A deadlock occurs in an operating system when a process or thread enters
a waiting state because another waiting process is keeping a requested system
resource, which in turn is waiting for another resource held by another waiting
process. If a process is unable to change its state indefinitely since another waiting
process uses the resources requested by it, then the system is considered to be in
a deadlock.

Deadlock detection mechanism detects a deadlock by checking whether all
conditions necessary for a deadlock hold simultaneously. The deadlock prevention
and deadlock avoidance ensure that deadlocks cannot occur, by not allowing the
conditions for deadlocks to hold simultaneously.
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The occurrence of deadlocks is common in the multiprocessing system.
The reason for this is that in the multiprocessing system, several processes have to
share a specific type of mutually exclusive resource known as a software, or soft,
lock.

The pictorial representation of the state of a system is the resource allocation
graph. The resource allocation graph, as its name suggests, is the full information
about all the processes that keep certain resources or wait for certain resources.
Vertices are primarily of two kinds, resource and process.

In OS, Deadlock is a condition in which two or more operations are
interrupted. Deadlock Conditions- Mutual Exclusion, Hold and Wait, No Pre-
emption, Wait Circular. For the occurrence of deadlock, these 4 conditions must
simultaneously hold.

In this unit, you will study about the basic concept of deadlock, related
problem indefinite postponement and resource concept.

7.1 OBJECTIVES

After going through this unit, you will be able to:

 Understand the basic concept of deadlock in operating system

 Know about the Resource Allocation Graph (RAG)

 Discuss about the deadlock conditions

 Overview of the indefinite postponement and resource concepts

7.2 WHAT IS DEADLOCK?

Definition: In concurrent computing, a deadlock is a state in which each member
of a group waits for another member, including itself, to take action, such as sending
a message or more commonly releasing a lock.

A set of processes is said to be in a state of deadlock if each process
present in the system is waiting for an event to occur, which is caused by another
process in the set. The event is the release of a resource held by the other process.

When a deadlock occurs in a system, then none of the processes can run or
release resources.

The following are the examples of a deadlock:

Example 1: In a system that consists of two tape drives and two processes P1,
P2, P1 is holding a tape drive and waiting for another one. Similarly, process P2 is
also holding a tape drive and waiting for another one. A process can be finished if
all the resources requested by it are allocated. In the above processes, each needs
two tape drives but only one is allocated to each of them. Each process is waiting
for the second tape drive.
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Example 2: Consider the semaphores P and Q, initialized to 1

Process1 Process2

wait (P); wait (Q)

wait (Q); wait (P)

Example 3: Let the space available for allocation to processes be 200 Kilo bytes.
Consider the following sequence of events that occurs with two processes:

P0 P1

….

Request 80KB;

… Request 70KB;

Request 60KB;

… Request 80KB;

A deadlock may occur if both the processes try to execute their second
request after executing their first instruction.

7.3 DEADLOCK CHARACTERIZATION

A deadlock is a situation in which some processes wait for each other’s actions
indefinitely. In real life deadlocks can arise when two processes wait for phone
calls from one another or when persons crossing a narrow bridge in opposite
directions meet in the middle of the bridge. Deadlock is more serious than indefinite
postponement or starvation because it affects more than one job. Because
resources are tied up in deadlocks, the entire system is affected.

Processes involved in a deadlock remain blocked permanently which affects
the throughput, resource efficiency and the performance of the operating system.
A deadlock can bring the system to standstill.

Operating system handles only deadlocks caused by sharing of resources in
the system. Such deadlocks arise when some conditions concerning resource
requests and resource allocations are held simultaneously.

Deadlock detection mechanism detects a deadlock by checking whether all
conditions necessary for a deadlock hold simultaneously. The deadlock prevention
and deadlock avoidance ensure that deadlocks cannot occur, by not allowing the
conditions for deadlocks to hold simultaneously.

The most common example for deadlock is a traffic jam. In the example
(refer Figure 7.1) shown below, there is no proper solution to a deadlock; no one
can move forward until someone moves out of the way, but no one can move out
of the way until either someone advances or a rear of a line moves back. Only
then can the deadlock be resolved.
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Fig. 7.1A Classic Case of Traffic Deadlock

Thus, we can say that a deadlock refers to a situation in which two or more
competing actions are waiting for the other to finish and thus neither ever does this.
For example, consider about the two trains approaching each other at a crossing.
In this situation, both the trains stop and none of them can restart until the other has
gone.

In computer science, deadlock refers to a specific condition when two or
more processes are each waiting for another to release a resource or more than
two processes are waiting for resources in a circular chain.

Following are the examples of deadlock:

 The occurrence of deadlocks is common in the multiprocessing system.
The reason for this is that in the multiprocessing system, several processes
have to share a specific type of mutually exclusive resource known as a
software, or soft, lock. There often exists a hardware lock (or hard lock)
in computers that intend for the time sharing and/or real time markets.
This lock provides an exclusive access to processes. This leads to a forced
serialization. Deadlocks create troubles as we lack a general solution to this
problem.

 Think of two people drawing diagrams with only one pencil and one ruler
between them. If one person possesses the pencil and the other possesses
the ruler, this would lead to a deadlock if the person having the pencil needs
the ruler and vice versa. As it is not possible to satisfy both the requests, a
deadlock is inevitable.

 In case of telecommunications, deadlock is a little more complex. Here,
deadlock occurs when neither of the processes meets the condition for
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